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1 Introduction

Surveys are one of the most common sources of data in political science. They provide valuable

information on public preferences across a wide range of issues, from the propriety of pants for

women to the legitimacy of American intervention in Iraq. They also allow us to evaluate elected

officials’ responsiveness to the preferences of national constituencies, their own constituencies,

and subgroups within those constituencies (e.g., co-partisans, the affluent, etc.). Surveys are, in

short, one of the most tireless workhorses in political science.

And yet, there is a wealth of survey data that has received relatively little attention from

scholars—that is, the collection of surveys taken near the advent of professional polling. The lack

of attention to early surveys is unfortunate but not surprising given practical difficulties involved

in their analysis. These surveys have typically been more difficult to read and process. Polls

conducted before 1950 also relied on outmoded recruitment methods, and did not include weights.

In recent years, scholars have made great strides in improving the usability of early surveys.

Berinsky and Schickler (N.d.) have standardized key demographic variables across surveys, and

created weights for polls conducted before 1950 to facilitate responsible use by scholars in

estimating national or regional opinion. Work remains to be done, however, on the estimation of

subregional opinion. Advancements in multi-level regression and poststratification (MRP) have

greatly improved our ability to estimate state, district, and even county-level opinion using

national surveys (Park, Gelman and Bafumi 2004; Lax and Phillips 2009, 2013; Warshaw and

Rodden 2012). But, MRP cannot be applied to early surveys without additional validation.

There are several reasons for this. First, these data were collected using different techniques

than pollsters typically employ today. It is not yet known how outmoded sampling methods affect

MRP’s performance in estimating subnational public opinion. Differences in survey design also

create challenges in the use of MRP on early surveys, since pollsters did not always collect data

on the demographic variables typically used in the first stage of MRP. Further issues could arise

from changes in the relationship between demographic characteristics and political attitudes over

time. The demographic variables used in the first stage of MRP may perform differently on early
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survey data.

Given these challenges, we need to evaluate (1) whether MRP can produce accurate

estimates of subnational opinion with early surveys; and, if so, (2) which individual and

group-level predictors facilitate the most accurate estimate; and (3) how much data is needed.

This paper presents results from a very preliminary analysis of these questions. At this stage in

the project, we are focusing on estimating state-level opinion.

This project aims to allow scholars to address new questions and add nuance to existing

questions. For example, in other work, we have documented a positive relationship between

state-level opposition to spending and federal outlays to states (what we call the “federal spending

paradox”). This relationship is interesting, since it is counter-intuitive, and important, since it

produces odd mandates for many members of Congress representing poor states, and may help to

explain some of the chaos afflicting contemporary fiscal politics. Adding intrigue, we suspect

there is a temporal dimension to the paradox—that the puzzling correlation between opposition

and outlays we observe in the wake of the Great Recession did not exist following the Great

Depression. If true, this would show that the spending paradox is neither an intrinsic feature of

American politics, nor a simple byproduct of economic crisis. It would also deepen our research

inquiry—the real question would not just be “why the spending paradox,” but why now and not

before? By validating the use of MRP on early polls, we can cover new ground in our study of the

spending paradox, among many other political phenomena.

This paper proceeds as follows. We begin with an overview of traditional MRP in SECTION

2, and proceed in SECTION 3 to explain why early surveys may present challenges for MRP as it

is typically practiced. SECTION 4 details the survey and poststratification data we use to generate

our MRP estimates and the benchmarks against which we evaluate them. SECTION 5 goes

through our model variants, SECTION 6 explains how we conducted our simulations, and

SECTION 7 presents our results. SECTION 8 summarizes what we learned generally about the use

of MRP on early surveys, and how this sheds light on our substantive research on the federal

spending paradox.
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2 Overview of Traditional MRP

The “gold standard” in estimation of subnational public opinion is a two-stage technique called

multilevel regression and poststratification (MRP), developed by Gelman and Little (1997) and

refined by Park, Gelman and Bafumi (2004) and Lax and Phillips (2009, 2013) (Selb and Munzert

2011, 456).

In the first stage, one estimates a multilevel model of individual opinion on an issue as a

function of respondent demographic characteristics and state characteristics. From this model, we

can predict the likelihood that a particular type of respondent living in a particular state would be

to support a particular issue position. By partially pooling respondents across states and explicitly

modeling the hierarchical structure of the data, the multilevel model allows us to use all of the

information about each demographic variable in the data to learn about the association between

that variable and the survey response.

For example, in our analysis of the spending paradox in the contemporary era, we model the

probability of supporting stimulus spending (among other types of spending) as a function of

demographic categories: gender (g=male, female), race (r=black, hispanic, white/other), age

(a=18-29, 30-44, 45-64, 65+), education (e=less than high school, high school degree, some

college, college degree, and post-graduate degree), and income (i=less than $20,000,

$20,000-$40,000, $40,000-$75,000, $75,000-$150,000, $150,000+), plus state (50 states and the

District of Columbia, indexed by s). Aside from income, these demographic variables and

categories are typical for MRP as it is normally performed (we added income as it was

particularly relevant to our substantive analysis).1 This model allowed us to estimate survey

responses for 30,600 different demographic-geographic types (indexed by c). The model is

1Warshaw and Rodden (2012) use race, gender, education category, district, poll-year, state, and

region. Lax and Phillips (2009) use a race-gender combination, age category, education category,

region, state, and poll year. In a more recent working paper, Lax and Phillips (2013) use gender,

race, age, education, and state.
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Pr(yc = oppose) = logit−1(β + αgender
g[c] + αrace

r[c] + αage
a[c] + αeducation

e[c] + αincome
i[c] + αstate

s[c] )

Each demographic characteristic (αgender
g , αrace

r , αage
a , αeducation

e , αincome
i ) is a modeled (or

random) effect for respondents of that type. For example,

αrace
r ∼ N(0, σ2

race), for r = black, hispanic, white/other

For state modeled effects, we allowed the mean to be a function of a measure of state-level

public opinion liberalism (ideology):

αstate
s ∼ N(βideoideologys, σ

2
state), for s = Alabama, ... , Wyoming

One can think of state modeled effects as a corrective for what a purely demographic model

would predict about opinion. They account for the possibility that people’s preferences are

influenced not only by their personal demographic characteristics, but also their surroundings. An

average white woman aged 18-29 with a high school diploma, making $20,000-$40,000 in

Connecticut may have different preferences on spending than a woman with the same personal

demographic characteristics living in Louisiana, for example. State modeled effects can be a

function of any number of state characteristics (e.g., presidential vote, region, etc.). Lax and

Phillips (2013) show that using one state-level predictor is sufficient to produce accurate

state-level estimates, and their demographically-purged state predictor of opinion liberalism

(DPSP) performs best.2

2More state-level predictors do not help, and sometimes hurt the estimates’ accuracy. DPSP is

a vector of state random effects estimated from a demographic model of survey responses over a

wide variety of issues—essentially, what is left over after accounting for the relationship between

demographics and opinion liberalism. Unlike other possible predictors of state-level opinion, like

presidential vote, DPSP is not itself correlated with demographics, and so it explains more of the

residual variation in opinion that demographics cannot predict, making it a better corrective.
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Estimating the individual model in stage one allows us to determine the predicted level of

opposition to spending for each of the 30,600 demographic-geographic types created by our

model (e.g., the probability that a black man from New York, aged 30-44 with a college degree,

making $75,000-$150,000, will oppose spending). In the second stage, poststratification, we use

these predictions to estimate the level of opposition to each type of spending at the state level. We

do so by weighting the predicted opposition for each demographic-geographic type (θc) by the

frequency of that type in each state (Nc), according to Census data. Thus, the MRP estimate of

state-level opposition to spending is simply:

oppositionMRP
state, s =

∑
c∈s

Ncθc/
∑
c∈s

Nc

Several studies have demonstrated MRP’s accuracy in estimating state and even

congressional district-level opinion (Park, Gelman and Bafumi 2004; Lax and Phillips 2009;

Warshaw and Rodden 2012).3 In a recent working paper, Lax and Phillips (2013) test numerous

model variants using data from the 2010 Cooperate Congressional Election Study (CCES) to

come up with a set of best practices for maximizing MRP’s performance. They add and subtract

demographic characteristics from the individual baseline model (sex, race, age, and education),

add interactions between demographic characteristics, test various combinations of state-level

predictors, and add demographic linear predictors. Ultimately, they find that the baseline model

with one state-level predictor performs very well with relatively small samples (1000

respondents). This is good news for scholars aiming to analyze modern polls. It remains

encouraging for those interested in early polls, though additional validation is needed for reasons

explained below.

3Buttice and Highton (2013) show that, for sample sizes of 1,500, MRP’s performance depends

on the strength of the state-level predictors and the ratio of interstate to total population variation.

These issues diminish greatly in a sample of 10,000.
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3 Potential Complications with Historical Data

A number of complications could arise applying MRP to historical data. We will begin by

discussing issues of data availability and richness. While the demographic characteristics

included in the first stage of MRP vary slightly across studies, they typically include a 3- or

4-category race variable (e.g., black, Hispanic, white, other), a 2-category gender variable (male,

female), a 4- to 6-category age variable (e.g., 18-29, 30-39, 40-49, 50-59, 60-69, 70+), and a 4- to

5-category education variable (e.g., less than a high school education, high school graduate, some

college, college graduate, post graduate degree). Unfortunately, these variables are not always

included in early surveys. And even when they are, they do not always have as many categories.

For example, race is typically a 2-category variable (black and white) in early surveys,

rather than a 3+ category variable. It is difficult to know, ex ante, the extent to which this will be a

problem for MRP. On the one hand, early polls were taken during the Jim Crow era, and so the

black/white cleavage was probably stronger and thus more predictive of public opinion on various

issues than it is today. And the absence of a category for Hispanics should be unproblematic,

given that Hispanics comprised a very small percentage of the population at this time. On the

other hand, “white” was a less cohesive category in the New Deal era than it is today, as white

ethnic identities (e.g., Irish, Italian, German, etc.) were much stronger when these early polls

were conducted (Alba 1990; McDermott and Samson 2005, inter alia). In theory, we could

improve the race variable by breaking whites into different ethnic categories. Unfortunately,

however, this is not practical because pollsters tended not to collect information about ethnic

identity, immigration status, or national origin.4 It is hard to know how these factors will balance,

but there is a strong possibility that race will be a weaker predictor of political opinions in the

early to mid-twentieth century than it is today.

4This assessment is based on the polls we have analyzed thus far, and the variables Berinsky

and Shickler standardized across surveys. This assessment may change, as we are still in the early

stages of this project.
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Many early surveys also lack information about respondents’ education. When this is the

case, education obviously cannot be used to predict individual-level opinion in the first stage of

MRP. Losing any variable in the first stage of MRP is cause for heightened caution, given Lax and

Phillips’s finding that sparse models produce lower quality estimates. They do not evaluate this

exact scenario. The model they test drops all demographic predictors but race; they do not test a

model that excludes education only.5 The extent to which losing one predictor hurts the estimates

is not yet known. It may turn out not to be of great consequence. But, it is important to take

seriously the loss of information about education in early surveys because Gallup tended to

oversample the highly educated. While MRP has great potential to compensate for sampling

problems like this, doing so requires the inclusion of variables relating to these problems (e.g.,

race, professionalism, etc.).

Fortunately, this particular problem may have a simple remedy. Early Gallup surveys often

include information about respondents’ occupation, which may serve as an acceptable

replacement for education in the individual level model.6 But, it is not yet known how the

substitution of occupation for education affects MRP’s performance. This is something we will

test.

Another potential problem, as indicated earlier, stems from the general recruitment methods

used in early surveys. Before 1950, survey data were collected using different techniques than are

employed or even considered acceptable by pollsters today. Whereas modern “probability

sampling” techniques theoretically give every citizen a known chance of being surveyed,

producing reasonably representative samples, the “quota-controlled sampling” techniques

typically employed before the 1950s produced distinctly unrepresentative samples (Berinsky

2006; Berinsky and Schickler N.d.). In the modern era, interviewees are chosen randomly through

5They also have a model that excludes all demographic predictors including race. As expected,

this model further reduces the quality of the state-level estimates.
6Respondents’ income, another possible substitute for education, is also typically absent from

early surveys.
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techniques like directory-assisted random-digit-dialing. Before the 1950s, however, sampling was

done more by design. Each organization worked a little differently, but in general they sent

interviewers to specific geographic areas, and had them fill quotas for particular categories

thought to be politically relevant (e.g., gender, age, class, etc.). While these quotas, along with the

boundaries of their geographic assignment, provided some constraint, interviewers maintained a

great deal of discretion in choosing people for inclusion in the survey. This resulted in samples

vastly overrepresenting people with higher levels of education and more professional occupations.

Because the quota categories were typically considered independently of one another, samples

could also be unbalanced in the aggregate. That is, a pollster could meet the gender and class

quotas with affluent women and poor men, leaving poor women and affluent men out of the

sample. Moreover, George Gallup specifically aimed to have his samples mirror the electorate

rather than the population. This goal led the organization to purposely undersample women,

African-Americans, and southerners. For more on these issues, see Berinsky (2006).

Berinsky and Schickler have created survey weights for these data to facilitate responsible

use by scholars in estimating national or regional opinion.7 This effort goes a long way toward

correcting the samples at the national level. MRP has great potential to be a valuable tool in

estimating subnational opinion. Partial pooling in the first stage of MRP allows us to use all of the

available information on undersampled groups (women, African-Americans, southerners, and

people in non-professional occupations) to estimate the association between membership in these

groups and opinion, and poststratification in the second stage allows us to account for the true size

of these groups in each state’s population. Thus, it is reasonable to expect that MRP will be able

to generate high quality state-level estimates with quota-sampled data. But, of course, this must

7There are 14 types of weights, which are calculated using different combinations of variables

and poststratification techniques. Berinsky and Schickler advise scholars to use different weights,

depending on the type of question they wish to study, the population whose opinion they would

like to estimate (e.g., the electorate or the whole population), and the the level at which they would

like to examine opinion (national or regional).
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verified.

Moreover, it remains unclear how much data will be necessary for MRP to perform well

under these circumstances. Given that the quality of the data is lower in early surveys, we suspect

that a sample of 1,000 respondents (the minimum for contemporary surveys, according to new

work by Lax and Phillips) will be insufficient to produce accurate estimates of subnational

opinion. Fortunately, early polls tended to have much larger samples than contemporary polls.

The five polls used in this analysis, for example, had an average of 3,017 respondents each. So, it

still may be possible to generate accurate state-level estimates using one national survey from this

period. But, this requires verification. As discussed below, we test MRP’s performance using

various sample sizes.

4 Data

4.1 Survey Data

For this analysis, we combined questions about support for stimulus spending from five polls

conducted by the Gallup Organization between January 1938 and June 1939, during and

immediately following the recession of 1937 to 1938. We refer to this as the “megapoll.” The

wording was identical for all five stimulus questions in the megapoll, specifically: “Do you think

government spending should be increased to help get business out of its present slump?” (see

TABLE A.1 for other survey details). Across all five surveys, on average, 38% of respondents

answered this question in the affirmative.8 Combined, the six surveys from which these questions

were drawn have a total of 15,097 respondents. Because the stimulus question was only asked of

half of the sample in three cases, we have a total of 9,482 respondents for the stimulus question.

From these five polls, we also take two additional questions: an indicator for whether the

respondent’s household had a telephone and an indicator for whether the respondent reported

voting for FDR in the 1936 presidential election. These two questions, along with the support for

8Responses were similar across surveys, with the percentage of respondents answering in the

affirmative ranging from 34 to 43. See TABLE A.1 for details
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stimulus question, will be the outcomes in our MRP analyses.

FIGURE 1 compares our Gallup sample to the 1940 Census on five key variables relevant to

MRP: age, occupation, race, region, and sex. The gray dots show the breakdown of the Gallup

sample, and the black dots show the breakdown according to the Census. The Gallup sample is

fairly close to the population in terms of age. On the other characteristics, however, there are

significant differences between the two. As expected, we find that Gallup under sampled women,

people from the south, blacks, and people with non-professional occupations (e.g., farmers,

clerks, labor, etc.).

Before moving on to the analysis, it is necessary to discuss occupation in more detail.

While the coding for sex, race, region, and age was straightforward, the coding for occupation

was not. Berinsky and Schickler have documented three changes in how Gallup measured

occupation between 1935 and 1950.9 Until approximately March of 1937, it appears they

recorded the respondent’s current occupation. From approximately March 1937 to December

1938, the occupation variable seems to capture the usual (rather than current) occupation of the

head of the household (rather than the respondent). Beginning in 1938, they tended to collect

occupational information about the respondent and the head of household. Researchers aiming to

use MRP on data from this period must take care to note the nature of the occupation variable, as

it has implications for poststratification. For all but one of our surveys, we have information only

about the head of household’s occupation. In the fifth survey, we have information about the

respondent’s occupation and the head of household’s occupation, so we used the latter to be

consistent across the megapoll.

In order to perform MRP, of course, it is necessary to match categories from the survey to

the Census. In a great service to scholars of early surveys, Berinsky and Schickler have

standardized the categories across surveys, using information from the occupation question as

well as information from other question in the survey when appropriate. They sort occupations

into eight categories: professional, white collar, labor, farm, clerk, unemployed, and other.

9See the supplemental codebooks they have created for the polls.
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Figure 1: Sample Details. This graph compares demographic information from our Gallup sample, which
combines polls conducted in 1938-1939, to the 1940 Census.

Matching these categories to those in the Census was more complicated than matching categories

for sex, race, age, and state. Nevertheless, it could be done with reasonable confidence. The task

is made easier by the abundance of occupations listed in the Census, and their categorization into

groups of occupations that could, for the most part, be matched fairly easily with the categories in

the survey data. There were only two problematic categories: semi-professional and white collar.
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There were no observations in the survey data for “semi-professional,” so we dropped it from the

categorization scheme. We were unable to find enough information about what Gallup considered

“white collar,” and how such occupations differed from “professional” occupations, to match

them to the Census. So, we combined these two categories in the survey and the poststratification

data. This leaves us with a six-category occupation variable (professional/white collar, labor,

farm, clerk, unemployed, and other).

4.2 Poststratification Data

Our poststratification data come from the 1940 Census (1% sample), made available through the

Integrated Public use Microdata Series (IPUMS USA). Gathering data on sex, race, age, state, and

region was straightforward. For occupation, however, we needed to make an adjustment to the

Census variable. In the Census, occupation means the respondent’s occupation. In our megapoll,

however, occupation means the head of household’s occupation. To make our poststratification

file match the surrey data, we recoded the occupation variable so that it indicated the household

head’s occupation, rather than the respondent’s occupation. For example, if a male laborer and a

female teacher were living in the same household, and he was listed as the head of the household,

both would be coded as laborers for purposes of poststratification.

Curiously, many people (44%) are missing on occupation in the raw Census data. We were

able to fix this for some people using other information in the Census. For example, the “student”

and “homemaker” categories from the Census’s cross-year categorization scheme were not used

in 1940; people in these categories were coded as missing. We were able to use other variables to

fill in this information in the occupation variable, which substantially reduced the number of

missings (to 10%). Recoding this variable so that it captured the head of household’s occupation,

rather than the respondent’s occupation, further reduced the number of missings (to 5%).10

10This did, however, result in some people being coded as missing on occupation who were not

originally missing. For example, an adult, employed son whose father is missing on occupation

would be recoded as missing on occupation.
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We use Census data for poststratification for the phone ownership and vote for FDR

questions. For the stimulus support question, we use the full megapoll sample (N =9,482) as the

poststratification population. We do this because we have no true benchmark for this question

with which to compare the MRP estimates, as explained further below.

4.3 Benchmarks

One challenge in benchmarking MRP performance on early polling data is finding a useful

benchmark. To our knowledge, there are no extant state-level polls from the mid-twentieth

century to which we could compare our estimates. In the absence of an ideal benchmark, we rely

on three alternative strategies: a large poll, presidential vote share, and telephone density. While

no individual benchmark is perfect, in combination they can give us a reasonably good set of

comparisons for our MRP estimates.

Large poll. Lax and Phillips (2013) use a large poll (the 2010 Cooperative Congressional

Election Study) as a benchmark. That is, they treat the survey sample as the population of

interest, draw subsamples from that sample (as a pollster would), generate MRP estimates based

on the subsample using the full sample as the poststratification population, and compare those

estimates to “true” opinion from the full sample (the mean response for respondents of each

state). We use this strategy, since we were able to combine identical questions asked within a

relatively short period of time. It is important to note, however, that our megapoll is only about a

quarter of the size of the CCES. Thus, we do not rely only on this strategy for evaluating MRP

performance on our early poll data.

Vote Share. All of the surveys in the megapoll ask respondents how they voted in the 1936

election. We use this to estimate the vote share for Franklin Delano Roosevelt in each state, and

compare this to state-level election returns. It is well known that retrospective voting questions

suggest turnout that is higher than known turnout. People may claim to have supported Roosevelt

when they really did not vote, or they may have forgotten how they voted. However, our primary

concern is variation across states. We have no reason to expect these issues to be more significant
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in, say, California than, say, Texas. Berinsky and Shickler use vote share as a benchmark in

assessing their weights.

Telephone density. Many early polls contain a question about residential phone access. We can

use MRP on this question to estimate the percentage of people each state who had a telephone at

home, and compare this to data on residential phones in each state, according to a 1937 Census of

Electrical Industries conducted by the Bureau of the Census.11 Berinsky and Shickler use

telephone density (along with presidential vote share, as noted above) as a benchmark in

assessing their weights.

This benchmark requires some adjustment for our analysis. Using MRP, we can calculate

the percentage of people in each state who have a phone in their home. This is, of course, not

exactly the same as the number of residential phones per state, which is what the Census of

Electrical Industries reports. To make the two roughly comparable, we multiply the number of

residential phones per state by the average household size in each state, calculated using data

from the 1940 Census, and divide that product by the state population. This gives us an estimate

11Census of Electrical Industries: 1937, Telephone and Tele-

graphs 1937, U.S. Department of Commerce, Bureau of the Census.

https://babel.hathitrust.org/cgi/pt?id=uc1.32106018215753;view=1up;seq=1
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of the percentage of people in each state who have a phone at home.1213

5 Model Variants

We run two sets of nine models. The first (“set A”) only includes individual level demographic

information typically included in MRP models (sex, race, age, and state), while the second (”set

B”) adds occupation. These 9 models fall into four categories: baseline, baseline plus interactions,

12This method assumes no systematic difference in average household size between households

with and without phones. Berinsky and Schickler note that there is in fact a difference, with

households with two or more adults being more likely to have phones than one-adult households.

Thus, one might be concerned that our phone benchmarks are too low, since the true average

household size for houses with phones might be higher than the overall state average household

size. However, they also note that the Census’s count of residential phones does equate perfectly

to households with phones, as some households (archival research from phone companies suggest

approximately 6%) of households had more than one residential line. This is likely to balance the

problem of differences in average household size between households with and without phones.

For more information, see the section on “phone targets” from any of Berinsky and Shickler’s

supplementary codebooks for polls conducted between 1935 and 1950.
13An additional complication with phone data is that Gallup had many variations of the phone

question over time. Berinsky and Shickler have examined them in detail, and found one in partic-

ular that matches most closely to the Census residential phone estimates. The question type that

we have in our megapoll (simple check boxes indicating the presence or absence of a phone) lead

to phone estimates that are approximately 6.8 percentage points higher than Census residential

phone estimates. (For more information, see the section on “phone targets” from any of Berinsky

and Shickler’s supplementary codebooks for polls conducted between 1935 and 1950.) In future

analyses, we plan to adjust our MRP estimates accordingly. We can calculate the percent decrease

that a 6.8 percentage point drop represents nationally, and then multiply each state’s MRP estimate

by that figure.
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baseline plus state-level predictors, and baseline plus interactions and state level predictors.

1. Baseline. We begin with our best approximation of Lax and Phillips’s “baseline model”

(Model 1). Model 1a (“baseline A”) includes a four-category variable for sex and race

(“sexrace”) (white man, white woman, black man, black woman), age category (18-29,

30-44, 45-64, and 65+), and state. We cannot include education, as a standard MRP model

would, because our megapoll, like many early polls, does not contain any information about

respondents’ education. Model 1b (“baseline B”) includes all of the variables from the

baseline model for set A plus a six-category occupation variable (professional/white collar,

labor, farm, clerk, unemployed, and other).

2. Baseline plus interactions. We then add interactions to the baseline model. We begin with

interactions between individual level characteristics (Model 2). There is only one possible

combination for set A, so Model 2a adds sexrace*age to the baseline Al. For set B, we have

two models. Model 2b(i) adds sexrace*age, sexrace*occupation, and age*occupation to

baseline B. Model 2b(ii) adds a three-way interaction between sexrace, occupation, and age

to baseline B. We then add state to the interactions (Model 3). Model 3a adds

sexrace*age*state to baseline A, while Model 3b adds sexrace*age*state*occupation to

baseline B.

3. Baseline plus state-level predictors. We then add state-level predictors. While (Lax and

Phillips 2013) find that one state-level predictor is enough in their analysis of the 2010

CCES, it is worth considering whether an additional state-level predictor is valuable when

using MRP on early polls. Their best performing state-level predictor is a measure of state

ideology. It is well known that most conflict occurs on one ideological dimension today; but

this was not always the case. Indeed, when early polls were conducted, southern states were

still dominated by Democrats, and a second dimension of ideology (thought to reflect

preferences on racial issues) is relevant to many aspects of American politics. Thus, we

consider the average DW-NOMINATE score for each state’s Congressional delegation for
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both dimensions (dwnom1 and dwnom2). We begin with a model that includes only the

first dimension (Model 4), and then we have another model that includes both dimensions

(Model 5). So, Model 4a adds dwnom1 to baseline A and Model 5a adds dwnom1 and

dwnom2 to baseline A. Similarly, Model 4b adds dwnom1 to baseline B and Model 5b adds

dwnom1 and dwnom2 to baseline B.

4. Baseline plus interactions and state-level predictors. We then have a final set of models

with interactions and state level predictors. There are 4 such models. The first (Model 6)

includes the two-way interactions between individual level characteristics (from Model 2)

with dwnom1, and the second (Model 7) includes all of those variables plus dwnom2. So,

Model 6a adds sexrace*age and dwnom1 to baseline A, and model 7a adds sexrace*age,

dwnom1, and dwnom2 to baseline A. Model 6b adds sexrace*age, sexrace*occupation,

age*occupation, and dwnom1 to baseline B, and Model 7b adds sexrace*age,

sexrace*occupation, age*occupation, dwnom1, and dwnom2 to baseline B.

The third (Model 8) in this final set essentially combines Models 3 and 4, with the

interaction between state and individual characteristics plus dwnom1, and the fourth (Model

9) includes all of those variable plus dwnom2. So, Model 8a adds sexrace*age*state and

dwnom1 to baseline A, while Model 9 adds sexrace*age*occupation*state and dwnom1 to

baseline B. Model 9a adds sexrace*age*state, dwnom1, and dwnom2 to baseline A, while

Model 9 adds sexrace*age*occupation*state, dwnom1, and dwnom2 to baseline B.

6 Simulations

Our simulations consist of MRP estimates of state-level support for the stimulus, vote for FDR in

1936, and phone ownership using random draws of respondents from our full Gallup megapoll.

We conduct 10 runs for each of three sample sizes (1000, 3000, and 5000), for each of the three

questions, for 19 different MRP models. This yields a total of 1710 unique runs (10*3*3*19). In

each run, we draw a sample of respondents, run all nineteen model variants on that sample, save

the MRP estimates, and compare them to the corresponding benchmarks. For the stimulus
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support question, the benchmark is the mean support for the stimulus in each state from the

megapoll, i.e., the disaggregated state mean response. For vote share, the benchmark is the actual

percentage of people voting for FDR in each state from the 1936 presidential election results. For

phone ownership, the benchmark is the percentage of people in each state who have a phone at

home according to the Census Bureau.

Following Lax and Phillips (2013), we use four measures of performance.

1. Error. Median absolute difference between state-level MRP estimates and the “true”

state-level benchmark measures.

2. Correlation. Correlation between state-level MRP estimates and state-level benchmarks.

3. Congruence. The percentage of times the state-level MRP estimate correctly identified the

benchmark median individual’s response.

4. Shrinkage. The ratio of the standard deviation of state-level MRP estimates to the standard

deviation of the state-level benchmarks.

For each of the 19 model variants for a given sample size and a given question, we take the mean

of each performance measure across the 10 runs. All MRP estimates were conducted using the

MRP package in R.

7 Results

We move now to our results, which are summarized in full in TABLES A.2, A.3, AND A.4. The

tables show the average performance across all three sample sizes for each question for each

model variant. On the whole, the performance of MRP is worse on this data than on

contemporary data, as reported in Lax and Phillips’s most recent analysis. Errors are at least three

times larger and congruence is sometimes worse than a coin flip, whereas on contemporary data

MRP correctly identifies the preferences of the median constituent at least 90% of the time. On
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the other hand, the correlation between our MRP estimates and benchmarks is generally higher

than what is reported in Lax and Phillips’s most recent analysis.14

We will review the impact on MRP’s performance of adding occupation, interactions, and

state predictors, respectively, to the individual model. Within each section, we discuss models

using different benchmarks separately. We refer to models using the “large poll” benchmarking

strategy discussed earlier (where a large poll is treated as the population, samples are drawn from

that poll and used to generate MRP estimates, and the MRP estimates are benchmarked against

the full large poll sample) as “large poll models.” We refer to models using data from the Census

Bureau about home phone access, by state, as a benchmark for MRP estimates of the number of

people in each state who have a phone at home as “phone models.” We refer to models comparing

MRP estimates of state-level Democratic vote share to state-level election returns as “vote

models.”

7.1 Occupation

Before discussing the estimates, it is worth noting that, across all models, adding occupation

almost doubles the AIC for the individual-level model. So, it unambiguously makes the individual

model worse. However, it often improves the quality of the MRP estimates, at least for some

measures of performance.

We compare the four measures of performance, on average, across all large poll models that

include occupation to all large poll models that exclude occupation. For the large poll models, we

find that occupation improves error by 3.7 percentage points and congruence by a dramatic 23

percentage points (from 46% correct in models without occupation to 69% correct), on average.

14Their baseline model (averaged over all of the questions in the CCES they examine) has

an error of 3, a correlation of 0.46, congruence of 0.92, and shrinkage of 0.51. Our baseline

model (which, unlike theirs, does not include education) for the stimulus question has higher error

(14) and worse congruence (0.47), but higher correlation (0.74) and a smaller degree of shrinkage

(0.63).
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However, it reduces correlation by a very little bit (0.01). The inclusion of occupation has no

material impact on shrinkage.

As with the large poll models, we compare the average of each performance measure across

all phone models that include occupation to the average for all phone models that exclude

occupation. Including occupation increases the error by 3.6 points, on average. However,

correlation is slightly higher and there is less shrinkage with the models that include occupation.

Congruence across all the phone models is quite high. However, far less than 50% of the

population of each state has a phone, so the models almost always get this right.

Going through the same exercise with vote models, we find that adding occupation slightly

increases error (by approximately 1 point) and decreases congruence (54% correct to 48%

correct). But, occupation slightly increases correlation (0.01), and makes shrinkage slightly better

(0.02).

Unfortunately, the overall impact of adding occupation to the individual-level MRP model

on the performance of MRP on early poll data is mixed.

7.2 Interactions

Adding interactions of any type makes no meaningful difference in MRP performance with the

large poll models, the phone models, or the vote models. This is consistent with Lax and

Phillips’s findings. We expected that the impact of household occupation might vary by gender,

since occupation reflects the head of household’s occupation, and men were more likely to be

household heads. But, the interactions do not appear to improve MRP’s performance at all.

7.3 State-level predictors

For the large poll models, the state level predictors have no significant impact on error or

correlation. But, the models with dwnom1 and dwnom2 reduce (i.e., make worse) congruence,

and slightly improve shrinkage.

For the phone models, state-level predictors make no difference in terms of error. However,

they improve other measure of MRP’s performance. Adding both dimensions of
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DW-NOMINATE increases correlation from .65 (in models with no state-level predictors) to .72.

These state-level predictors also incrementally reduce shrinkage (i.e., adding dwnom1 improves

shrinkage compared to the baseline model, and adding dwnom2 further improves shrinkage over

the model with dwnom1 only).

For the vote models, error is very similar for models with and without state-level predictors.

However, correlation improves greatly with the inclusion of dwnom1 and dwnom2 (from 0.53 for

the models with no state-level predictors to 0.72 for models with both). The state-level predictors

also significantly improve congruence (from .48 in models with no state-level predictors to .55

with both) and shrinkage.

These findings are somewhat in contrast to those in Lax and Phillips (2013), who find that

adding state-level predictors unambiguously improved MRP performance on contemporary poll

data.

7.4 Sample sizes

Thus far, we have been examining average performance across all three sample sizes for each

question for each model variant. Now, we compare MRP’s performance with samples sizes of

1000, 3000, and 5000. Average performance metrics for each sample size are summarized in

TABLE A.5. On the whole, we found that increasing the sample size did not improve MRP’s

performance as much as expected. Error, congruence, and shrinkage are sometimes made worse

with larger samples. The one metric that consistently improves with increased sample size is

correlation. We know that Gallup undersampled blacks, women, southerners, and people in

non-professional occupations. This would not be a problem if the people from these groups who

were sampled were reasonably representative of those groups because the poststratification step

of MRP could weight them accordingly. However, it appears that the sample is non-representative

within these undersampled categories.
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8 Discussion and Conclusions

There is no clear, generalizable answer to the question of which model variant performs best. The

best model for a given analysis will depend largely on what kind of error is most important to the

researchers. However, there are a few general takeaways from this analysis.

First, we find that making the model more complex (adding additional cells, adding

interactions, adding state level predictors, etc.) either helps or makes no difference for shrinkage

or correlation. There is little to be lost, in terms of shrinkage and correlation, in adding to the

baseline model.

Second, we find that congruence is low in general. It’s also quite sensitive to changes in

model specification, but not in a way that is easily summarized. Sometimes adding elements to the

model significantly increases congruence, and sometimes it significantly decreases congruence.

Third, we find that error is high in general. As with congruence, results are mixed with

respect to the impact of different model variants on error. It should be noted, however, that error is

seldom improved by adding to the baseline model.

Finally, we find that, despite high error and low congruence, the MRP estimates we

generated with early polling data were highly correlated to their benchmarks, even more so than

contemporary estimates. This finding is good news for researchers interested in applications that

rely on the ranking of states in terms of opinion but not on the level of opinion itself.

A great deal of work remains to be done in evaluating MRP’s performance on early polls. It

would be valuable to examine other types of questions, consider alternative benchmarks (one

might consider MRPing survey questions about union membership and comparing them to

statistics on state-level union density), and larger sample sizes. At this point, however, we would

caution researchers against using MRP estimates to evaluate congruence between state-level

opinion and policy, or constituent opinion and Congressional roll-call voting.
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A Appendix

Firm Date N Question %Y
Gallup Jan. 20-25, 1938 2883 Do you think government spending should be increased to help

get business out of its present slump? [N=2665]
37

Gallup Mar. 17-22, 1938 2883 Do you think government spending should be increased to help
get business out of its present slump? [N=1312]

38

Gallup Apr. 21-26, 1938 3142 Do you think government spending should be increased to help
get business out of its present slump? [N=1373]

43

Gallup May 22-27, 1938 3186 Do you think Government spending should be increased to
help get business out of its present slump? [N=2776]

39

Gallup May 28-June 3, 1939 3070 Do you think government spending should be increased to help
get business out of its present slump? [N=1366]

34

Table A.1: Poll Questions. The number reported in the “N” column indicates the total number of respon-
dents in the survey from which each stimulus question was drawn. The number of respondents for each
stimulus question is reported next to the question text. Some of these questions were asked of half samples.

error corr cong correct shrinkage
baseline 14.12 0.74 0.47 0.63

baseline DWnom1 14.11 0.72 0.45 0.67
baseline DWnom12 14.03 0.71 0.46 0.69

baseline indivinteraction 14.08 0.74 0.47 0.63
baseline indivinteraction DWnom1 14.1 0.72 0.45 0.67
baseline indivinteraction DWnom12 14 0.71 0.46 0.68

baseline stateindivinteraction 14.18 0.74 0.46 0.61
baseline stateindivinteraction DWnom1 14.22 0.72 0.45 0.66

baseline stateindivinteraction DWnom12 14.18 0.71 0.45 0.67
occ 10.12 0.72 0.71 0.63

occ DWnom1 10.18 0.71 0.69 0.68
occ DWnom12 10.21 0.71 0.69 0.7

occ indivinteraction 10.22 0.72 0.71 0.63
occ pairinteraction 10.75 0.72 0.68 0.63

occ pairinteraction DWnom1 11.17 0.71 0.64 0.67
occ pairinteraction DWnom12 11.01 0.71 0.65 0.7

occ stateindivinteraction 10.16 0.72 0.71 0.61
occ stateindivinteraction DWnom1 10.18 0.71 0.69 0.67
occ stateindivinteraction DWnom12 10.2 0.71 0.69 0.69

Table A.2: MRP’s Performance on Large Poll Models. This table reports MRP’s average performance
across all three sample sizes for each question for each model variant for the large poll models.
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error corr cong correct shrinkage
baseline 9.4 0.63 0.99 0.58

baseline DWnom1 9.4 0.61 0.99 0.63
baseline DWnom12 9.66 0.72 0.99 0.66

baseline indivinteraction 9.39 0.63 0.99 0.58
baseline indivinteraction DWnom1 9.37 0.61 0.99 0.63
baseline indivinteraction DWnom12 9.62 0.72 0.99 0.66

baseline stateindivinteraction 9.31 0.63 1 0.57
baseline stateindivinteraction DWnom1 9.35 0.61 0.99 0.62

baseline stateindivinteraction DWnom12 9.65 0.72 0.99 0.66
occ 12.98 0.66 0.98 0.65

occ DWnom1 12.93 0.63 0.98 0.71
occ DWnom12 13.29 0.73 0.97 0.75

occ indivinteraction 13.14 0.66 0.98 0.67
occ pairinteraction 13.01 0.67 0.98 0.67

occ pairinteraction DWnom1 12.98 0.64 0.97 0.72
occ pairinteraction DWnom12 13.3 0.74 0.97 0.77

occ stateindivinteraction 12.95 0.65 0.98 0.63
occ stateindivinteraction DWnom1 12.87 0.62 0.98 0.7
occ stateindivinteraction DWnom12 13.23 0.73 0.97 0.74

Table A.3: MRP’s Performance on Phone Models. This table reports MRP’s average performance across
all three sample sizes for each question for each model variant for the phone models.

error corr cong correct shrinkage
baseline 14.87 0.52 0.51 0.32

baseline DWnom1 14.32 0.52 0.53 0.39
baseline DWnom12 14.34 0.71 0.58 0.48

baseline indivinteraction 14.84 0.51 0.5 0.32
baseline indivinteraction DWnom1 14.3 0.51 0.53 0.4
baseline indivinteraction DWnom12 14.33 0.71 0.58 0.48

baseline stateindivinteraction 14.94 0.51 0.5 0.3
baseline stateindivinteraction DWnom1 14.34 0.51 0.52 0.38

baseline stateindivinteraction DWnom12 14.36 0.71 0.58 0.47
occ 15.7 0.54 0.47 0.35

occ DWnom1 15.15 0.54 0.49 0.41
occ DWnom12 15.04 0.73 0.53 0.51

occ indivinteraction 15.88 0.53 0.45 0.35
occ pairinteraction 16.04 0.53 0.44 0.35

occ pairinteraction DWnom1 15.54 0.53 0.47 0.42
occ pairinteraction DWnom12 15.56 0.73 0.5 0.51

occ stateindivinteraction 15.64 0.53 0.46 0.32
occ stateindivinteraction DWnom1 15.03 0.53 0.48 0.4
occ stateindivinteraction DWnom12 15.13 0.73 0.53 0.5

Table A.4: MRP’s Performance on Vote Models. This table reports MRP’s average performance across all
three sample sizes for each question for each model variant for the vote models.
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error corr cong correct shrinkage
Large Poll Models

1000 10.64 0.54 0.66 0.73
3000 13.09 0.76 0.52 0.62
5000 12.77 0.86 0.56 0.62

Phone Models
1000 12.52 0.54 0.97 0.63
3000 11.31 0.7 0.99 0.64
5000 10.26 0.75 0.99 0.72

Vote Models
1000 14.45 0.45 0.55 0.38
3000 15.41 0.62 0.48 0.38
5000 15.2 0.68 0.49 0.45

Table A.5: Comparing Sample Sizes. This table reports MRP’s average performance for each question and
sample size over all model variants.

25



References

Alba, Richard. 1990. Ethnic Identity: The Transformation of White America. Yale University

Press.

Berinsky, Adam and Eric Schickler. N.d. “Collaborative Research: The American Mass Public in

The 1930s and 1940s.” Grant Proposal.

Berinsky, Adam J. 2006. “American Public Opinion in the 1930s and 1940s: The Analysis of

Quota-Controlled Sample Survey Data.” Public Opinion Quarterly 70(4):499–529.

Buttice, Matthew K. and Benjamin Highton. 2013. “How Does Multilevel Regression and

Poststratification Perform with Conventional National Surveys?” Political Analysis

21:449–467.

Gelman, Andrew and Thomas C. Little. 1997. “Poststratification into Many Categories Using

Hierarchical Logistic Regression.” Survey Methodology 23(2):127–35.

Lax, Jeffrey and Justin Phillips. 2009. “How Should We Estimate Public Opinion in the States?”

American Journal of Political Science 53(1):107–21.

Lax, Jeffrey and Justin Phillips. 2013. “How Should We Estimate Sub-National Opinion Using

MRP? Preliminary Findings and Recommendations.” Working Paper, available at

http://www.columbia.edu/∼jrl2124/mrp2.pdf.

McDermott, Monica and Frank L. Samson. 2005. “White Racial and Ethnic Identity in the United

States.” Annual Review of Sociology 31:245–61.

Park, David, Andrew Gelman and Joseph Bafumi. 2004. “Bayesian Multilevel Estimation with

Poststratification: State-Level Estimates from National Polls.” Political Analysis 12(4):375–85.

Selb, Peter and Simon Munzert. 2011. “Estimating Constituency Preferences from Sparse Survey

Data Using Auxiliary Geographic Information.” Political Analysis 19:445–70.

26



Warshaw, Christopher and Jonathan Rodden. 2012. “How Should We Measure District-Level

Public Opinion on Individual Issues?” The Journal of Politics 74(1):203–19.

27


