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 PALLE YOURGRAU

 KNOWLEDGE AND RELEVANT ALTERNATIVES

 ABSTRACT. Traditionally, skeptics as well as their opponents have agreed that in order to
 know that p one must be able, by some preferred means, to rule out all the alternatives to p.
 Recently, however, some philosophers have attempted to avert skepticism not (merely) by
 weakening the preferred means but rather by articulating a subset of the alternatives to p -
 the so-called relevant alternatives - and insisting that knowledge that p requires only that
 we be able (by the preferred means) to rule out members of the set. In this paper I argue that
 a precise formulation of this new approach reveals it inadequate as a solution to skepticism.

 In his important paper, 'Epistemic Operators',1 Fred Dretske argues that
 one can know that P even though one cannot rule out the possibility that
 certain (incompatible) alternatives to P obtain. He grants the skeptic the
 fact that we can never rule out all possibilities of deception, but argues
 that as long as we can rule out all relevant possibilities, we can still have
 knowledge. This basic idea of Dretske's has become widespread, and
 now informs a good number of current articles on epistemology.
 Proponents of the causal theory of knowledge have not escaped its
 influence. Alvin Goldman, for example, has employed this approach in a
 different but related format in 'Discrimination and Perceptual Know
 ledge'.2 Goldman argues that one has noninferential perceptual know
 ledge that P only if there does not exist a relevant alternative
 perception-situation that would have deceived one into falsely believing
 that P. A similar use of relevant alternatives occurs in Marshall Swain's

 'Revisions of "Knowledge, Causality, and Justification",'3 and, in a more
 indirect fashion, in Gilbert Harman's Thought.4 In view of the per
 vasiveness of this approach, it is important that one isolate the original
 conception of Dretske's, and evaluate its cogency and relevance for
 epistemology. In what follows, then, I will present considerations on the
 relevance of relevant alternatives.

 Dretske considers a sentential operator, O, to be "penetrating", if
 given propositions P and Q, where P entails Q (or P => Q), it follows that
 O(P) => O(Q). Some sentential operators like "It is strange that..." are
 nonpenetrating.5 Others are only semipenetrating. Dretske's thesis is
 that all epistemic operators (including "S knows that...", "S has a
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 reason to believe that...", "We can explain that...") are semipenetrat
 ing. For example, if S knows that P & Q, surely he knows that P. So,
 epistemic operators are sometimes penetrating. What Dretske affirms is
 the following:

 THESIS OF PENETRATION (TOP). Even if we assume that P^>Q,
 and that S knows this, it does not follow that O(P) => O(Q), where O is
 the epistemic operator "S knows that...". As Dretske (correctly) says,
 most skeptical objections involve the (tacit) assumption that TOP is
 incorrect (as do most arguments aginst skepticism). For example, a
 necessary consequence of this being a bulldog is that it is not a mere
 clever imitation of a bulldog (say, a short, stumpy collie, or a trick with
 lights). Skeptics and their opponents have tended to agree that if one did
 not know that this alternative failed to obtain, one could not justifiably
 lay claim to knowing it was a bulldog.
 Dretske proceeds by analogy in his argument for TOP. Consider the

 sentential operator "Has a reason to believe ...". Someone may have a
 reason to believe the church empty (Dretske argues), without thereby
 having a reason to believe it is a church. His reason for believing the
 church empty is that he gave it a thorough inspection, and found no one
 there. But this hardly constitutes a reason for believing it is a church.
 Similarly (for the operator "S knows that..."), says Dretske, if an old
 woman in a bus sees your brother sitting down and not offering her his
 seat, she knows that your brother has refused to get up, but not
 necessarily that it was your brother who refused to get up.
 Consider the former example first. What exactly are we to take for the

 P, here, that implies Ql P seems to be "The church is empty", and Q "It
 is a church". Clearly, this won't do. It is not obvious how exactly to fix this
 example up, but the following seems plausible. Let us name the church
 Paul. Now let P be "Paul, the church, is empty", and let Q be "Paul is a
 church". Now we have P^Q. Why should we agree with Dretske's
 conclusion here that it doesn't follow that O(P) ^ O(Q)? Dretske seems
 to be trading on an ambiguity as to whether S has a de re belief about the
 church, or a de dicto one.6 If he means to be considering de re belief,
 belief of the church, then, on "standard" accounts of de re belief, it
 doesn't follow that he can (or does) correctly identify Paul as a church.7
 He may quite well have a reason to believe of Paul, the church, that it is
 empty, but have no reason as yet to believe of Paul that it is a
 church. The trouble with this account, which would seem to support
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 KNOWLEDGE AND RELEVANT ALTERNATIVES 177

 Dretske's example, is that it is not clear what are to count as the objects of
 de re beliefs. S believes of a certain object, Paul, that it is empty. Where
 are the propositions P and Q, here, where P^Q? One might view the
 propositional object of a belief de re to be an ordered pair consisting of an
 object and a property (or predicate) attributed to that object. In our
 example, this would make P(Paul, ris empty1), and Q(Paul, ris a church1).
 The trouble is that with this kind of proposition, it is not clear what it is for
 P to imply Q. But, if one were to define an appropriate notion of
 implication, it would seem that it would not show that P^>Q (for
 example, Paul could be empty and yet fail to be a church).

 Suppose, however, that we treated the beliefs in question as de dicto.
 Then we have P and Q as formerly specified, namely, P "Paul, the
 church, is empty", and Q "Paul is a church". Now we have P^Q, but
 Dretske's conclusions are no longer intuitive. How can someone have a
 reason to believe P, and not Q? Suppose we ask S what his reasons are
 for believing P to be true, and he says, "I examined the building, and it
 was quite empty". We would press him, "You examined what building?"
 (Right now all we know is that he has a reason to believe some building is
 empty.) If he points, and says, "This building is empty", pointing to Paul,
 we would still be unsatisfied. If S is to have a reason for believing the
 dictum, the proposition, that P, he must have a reason for believing that
 the building he found empty is indeed Paul, the church. Dretske
 implicitly recognizes this when he agrees that S would never say that
 Paul, the church, was empty, unless he had a reason for believing Paul to
 be a church. But he concludes that this is just a peculiarity of "says" (a
 peculiarity which he doesn't explain). But surely the reason S would
 never say this (if this is in fact true about S) is that it would typically be
 used to express a de dicto belief. Similar reasoning applies to the case of
 the old lady on the bus. She has knowledge of your brother because she
 has the right kind of belief de re of him. But if she has a de dicto belief that
 your brother is refusing to get up, then she must believe that it is your
 brother who is refusing to get up. This kind of argument for TOP, then, is
 based on a conflation of de re with de dicto belief. Dretske might suggest
 that Paul's being a church was a background assumption, or presup
 position, of the statement "the church is empty" - an aspect of the
 pragmatic dimension of assertion. He might go on to suggest that it is
 otiose to try to invest the semantic content of the assertion with what is
 really a matter of context. This issue, of whether one can legitimately
 "export" aspects of the pragmatic contexts of such assertions into the
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 explicit semantic component, will occupy us later in this essay.
 There is, however, a second kind of analogy Dretske offers. Let P be

 "S painted the walls green", and Q"S did not paint the walls white and
 illuminate them with green light", and let the operator O be "We can
 explain ...". Here, P^Q. Suppose we can explain P as follows: S felt
 the pink walls clashed with his green couch. But, says Dretske, it does not
 follow that this explains Q, i.e., it is not true that O(P) => O(Q). Why is
 that? What occurred to you when you realized that the colors of your
 couch and your walls clashed was to paint your walls, to remove the clash,
 and the only alternatives you considered were what colors to paint them,
 not what methods in general to make your walls look green (or what
 methods in general to remove the color clash, for example, selling your
 couch). So, even though we have explained why, relative to the
 alternatives you considered, you painted the walls green, we have not yet
 explained it relative to the outlandish alternatives you never envisaged.
 Dretske's intuitions here are sound, but his conclusions are unjustified.
 He concludes that it is false that we do not yet have a sufficient
 explanation for P, even though we have only explained P relative to a
 small set of (relevant) alternatives. One would think (contra Dretske)
 that since we have not explained why just this way of solving the color
 problem was used, we lack a sufficient account of the event in question.
 What we have explained is, rather, that Px: "Of the alternatives S
 considered (or of the relevant alternatives), S chose to bring about P".
 We should be careful not to conflate explaining Pi with explaining P.
 Consider another possible case. Let P be "Brutus, Cassius, and company
 all stabbed, and thereby killed, Caesar", and Q "Brutus, Cassius, and
 company did not hire a thug to beat up Caesar", and Qi "Brutus, Cassius
 and company did not hire a thug to strangle Caesar". Here, we have
 P z> O, and P => Qi. But to explain P, for example, by saying, "Brutus,
 Cassius, and company wanted to keep Caesar from ever becoming
 emperor", is not necessarily to explain Q or Qi. What is it to explain PI
 We may be asking for different things when we ask for P to be explained,
 where P corresponds to a specific event, consisting (on standard
 accounts8) of an ordered n-tuple of the relevant object, the property, and
 a time (and place). We may really be asking to be given an explanation of
 (a) why Caesar was killed at all, (b) why those men killed Caesar, or (c)
 why those men killed Caesar the way they did (all together, by stabbing),
 etc. But if we are asking for an explanation of (a), (b), (c), etc., we won't
 have one until we are told why just those men killed that
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 KNOWLEDGE AND RELEVANT ALTERNATIVES 179

 man, at that time and place, in that manner. Of course, we may not be
 interested in an explanation of all of the above. If so, we will rest content

 with a more meager explanation; but we will not conclude that we have
 explained (a), (b), (c), etc.

 This second analogy, then, also breaks down. We can see why it was
 important for Dretske to use these analogies, however, if we examine a
 typical case of knowledge that he considers. A father takes a child to the
 zoo and points out the zebras. Does he know that the animal he is
 pointing to is a zebra? Well, the sign says zebra, the light is good, it looks
 like a zebra, etc. But does the father really know it is not a cleverly
 painted mule? Dretske denies you know this. You may consider it
 unlikely, or not very plausible, but, he argues, none of this shows that you
 actually know this alternative is false. (You haven't, for example, gone up
 to the zebra and checked for paint, or cross-examined the zoo personnel,
 etc.) It is only, he suggests, your inclination to deny TOP that leads you to
 assume that since you know it is a zebra, and since you know that this
 precludes its being a cleverly painted mule, you must know that the latter
 alternative is false. But it is precisely this inclination that Dretske wants
 to dissuade you from. He insists, then, both that you do know that x is a
 zebra, and that you do not know that x is not a cleverly painted mule. The
 reason for this, says Dretske, is that the alternative considered is not a
 relevant alternative. The problem is not that Dretske (or Goldman,
 Swain, or Harman) fails to adequately clarify "relevant alternative".
 Perhaps there is a genuine intuition here. The real issue is that Dretske
 concludes not that the father distinguishes P from the relevant alter
 natives Pi,... Pn, but rather that the father simply knows that P. One
 would think that all the father knows, for Dretske, is that (P v Pi v

 ... Pn) =z> p - but not simply that P. After all, as Dretske has it, the father
 is not prepared to distinguish P from all alternative possibilities. Surely,
 all he knows, then, is that if it is a question of P or Px or ... Pn, then P
 obtains. Even if one accepted his arguments, then, one would still insist
 that he has drawn the wrong conclusion. At best, he has shown that when

 we are typically said to know P, we really only know that of the relevant
 alternatives, P obtains - or, (P v Px v ... Pn)=iP.

 Of course, he wants to explain what it is to know P, not some
 conditional with P as consequent. But his account, for all that, implies
 the latter. To clarify this point, suppose for the sake of argument that the
 father only knew that (P v Pi v P2 ... Pn)=*P. Suppose he knew this
 because he could justifiably rule out alternatives Px, P2,... Pn. Now we
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 ask, What more does the father know in Dretske's example? Since there
 is no reason to distinguish the epistemic state in our example, where ex
 hypothesi all that is known is the (material) conditional, from that in
 Dretske's, we must conclude that even in Dretske's case, the conditional
 shows the content of what is known. (This would not follow if we also,
 without evidence, could justifiably rule out the irrelevant alternatives.
 But Dretske denies that simply because they are irrelevant, we know that
 irrelevant alternatives fail to obtain. [Such is indeed Gail Stine's view,
 which will be discussed later.].) What remains is what to call the father's
 epistemic state. Should we call it "knowing that P", in spite of the above
 equivalence? If "know" is really an indexical (as Dretske in effect argues
 in 'The Pragmatic Dimension of Knowledge', Philosophical Studies 40
 (1981), 363-378), then from the fact that someone knows P against a
 background of (or relative to) relevant alternatives Pu P2,... P?, we can
 conclude that he knows P (since all knowledge turns out to be relative to
 a context). The question then becomes, Can one export the pragmatic
 dimension, given in the context, into the semantic content of what is
 known? As we did earlier, we postpone this question for consideration
 later in the essay.

 It is hard, therefore, to see how Dretske's arguments, even if
 successful, refute the skeptic, who after all might well say that this only
 shows that you still don't in fact know simply that P. If one were
 sympathetic to Dretske's idea of relevant alternatives and opposed to
 skepticism, a more fruitful conclusion from the same arguments would be
 that although we can only justifiably distinguish P from the relevant
 alternatives, this is all that matters for knowledge that P, since we just do
 (in fact, for "psychological reasons") discount the irrelevant alter
 natives. That is to say, we could simply say that when we know that P, we
 can justifiably discount the relevant alternatives, and we just would, if
 queried, (with or without justification) discount the other alternatives.
 That, one could say, just is how we use the term "knowledge". This, I
 believe, is the strongest conclusion one could draw, if one accepted
 Dretske's line of reasoning. It, too, of course, is not without its problems,
 since we could still ask if this is how we ought to use that term, or if it
 could then bear the weight it is often asked to bear in philosophy, etc. But
 at least it would escape our earlier objections. Goldman (op. cit.) is aware
 of the different approaches we could take to incorporate the idea of
 relevant alternatives into our concept of knowledge; but he, too, seems
 to miss this last point.
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 The possibilities Goldman sees are:

 (1) The semantic content of 'know' contains (implicit) rules that map any putative
 knower's circumstances into a set of relevant alternatives.

 (2a) A sentence of the form 'S knows that P' does not determine a unique proposition.
 Rather, a proposition is determined by such a sentence together with the speaker's
 presuppositions concerning relevant alternatives.

 (b) Sentences of the form ' 5 knows that P' express vague or indeterminate propositions
 (if they express "propositions" at all), which can, but need not, be made more determinate
 by full specification of the alternatives.

 The problem with (2b), which Goldman says he favors, is that it just puts
 off the decision of what to say when you finally come to say something
 definite about S's knowing that P.9 We want to know what it is you are
 saying when you say, "S knows that P", and mean by this something
 definite (assert some proposition, if you like). So, the proponent of (2b)
 will eventually have to affirm something along the lines of (2a). This
 proposal, however, suffers from the same problem as Dretske's. It would
 lead to the conclusion that the logical form of "S knows that P" would
 really be that of "S knows that (P v Pi v ... Pn) => P", where Pr,... Pn
 represent the relevant alternatives to P; and this is unlikely to move the
 skeptic.

 Further, it should be noted that there are really at least two notions of
 relevance here: (1) A relevant alternative is in some sense a "live"
 possibility (Swain (op. cit.) calls it "objectively likely", but the idea is just
 that certain special conditions make it an alternative that is more than

 merely logically possible, theoretically possible);10 (2) A relevant
 alternative is simply an alternative the putative knower has in fact
 considered. Dretske's approach seems to favor interpretation (1), and he
 therefore seems to allow, as not violating the sense of "knows", the
 following: "x is a zebra, but I do not rule out the possibility that jc is a
 cleverly disguised mule (and, of course, a mule is not a zebra)". It is not
 merely that I cannot (justifiably) rule out this possibility. There are two
 peculiarities to Dretske's approach. One is that although I cannot
 (justifiably) rule out all alternatives to P, I can still know that P (relative
 to a context - and all knowledge is relative to a context [of relevant
 alternatives]). Another is that even if I become aware of alternatives to P
 that I cannot (justifiably) rule out and that I know to be incompatible with
 P, I still wouldn't rule them out (without evidence or justification) if
 queried. The first aspect of Dretske's approach concerns the indexicality
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 of knowledge, and the permissibility of exporting the pragmatic context
 into semantic content. The second concerns the basic logic of "knowing
 that P" - it concerns, as it were, the region of logical space that one is
 marking out insofar as one claims that P, thereby expressing one's
 knowledge that P. Since Dretske adopts approach (1), above, i.e., the
 "objective" approach to relevant alternatives, he permits the knower to
 become explicit on the alternatives he cannot justifiably rule out (and
 would not rule out without justification if queried), thus licensing the
 peculiar sentences given above (viz., "x is a zebra, but I do not rule out
 the possibility that x is merely a cleverly painted mule and, of course, a
 mule is not a zebra"). But surely such sentences are impermissible. (And
 this is why it would be a friendly amendment of Dretske's view to add to
 his account that when we claim that P, thereby expressing our
 knowledge that P, we just would, if queried, rule out the irrelevant
 alternatives to P, even without evidence or justification.)
 Does the second interpretation bring with it similar problems? For this

 approach, we can still say of S, "S can know that P, even though S
 cannot rule out the irrelevant alternatives". But S himself cannot
 (coherently) say this (i.e., S cannot (coherently) say, "I know that P, but I
 cannot rule out the irrelevant alternatives"), for by speaking of these
 alternatives, S thereby makes them relevant. Once we ask S, then, if he is
 not being deceived in some way or other, we have (as has S, if he
 considers our question) quantified over all possible alternatives, and
 thereby rendered all possible alternatives relevant. But if Dretske is right
 that we can, in fact, never (justifiably) rule out all possible alternatives to
 P, then it would seem that if someone does ask us, "Are you not in some
 way deceived when you claim to know that P?", we can never answer
 truly that we do know that P. And this conclusion seems precisely what
 the skeptic was after.
 One possible reply Goldman could make is that even on proposal (2),

 an alternative becomes relevant only if it is mentioned specifically in
 some "canonical" way (as, for example, "Is x not really a cleverly painted
 mule?"). The first problem here is that it is not clear why the skeptical
 alternatives must be named before they can be considered by S, and
 hence become relevant. After all, the quantifiers are useful precisely
 because they enable us to talk about (hence, consider) sweeping domains
 all at once, without having to provide individual names. But suppose we
 grant this point for the sake of argument. It still remains that con
 versations like the following would seem to be coherent;
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 A: Is that a zebra?
 B; Yes, it is a zebra.
 A: But can you rule out its being merely a cleverly painted

 mule?
 B: No, I can't.
 A: So, you admit you didn't know it was a zebra?
 B: No, I did know then that it was a zebra. But after your

 question, I no longer know.

 [This conversation concerns B's ability to know it is a zebra, not simply
 his ability to justify his epistemic state as knowledge. But, of course,
 nothing prevents B, at the end of the conversation, from reflecting on his
 epistemic state, given all the pertinent facts of the case.] Surely,
 something is amiss in this dialogue. Typically, when someone poses a
 question regarding whether we really know that P obtains rather than
 some alternative to P, if we cannot satisfactorily answer the question, we
 conclude that our earlier claim to know was faulty. In fact, typically we
 test a person's claim to know that P by raising questions concerning
 alternatives he had not envisaged. We are not, in so doing, trying to
 change his state from knowledge to ignorance, but rather merely trying
 to reveal it. Note that it is not that we are arguing that challenges to
 knowledge cannot, in general, undermine it. It is rather that in this case A
 is supposed to know P, and to know that P is incompatible with Q, and
 not to know that not- Q. Given these facts, it is still supposed to follow
 that if A is forced to consider the possibility that Q, he would cease to
 know P. But surely such challenges to knowledge should not undermine
 it.

 The above remarks might suggest that the second, "subjective",
 approach to relevant alternatives [viz., that they become relevant by
 being considered] is the wrong one to take. Let us, therefore, look again
 at the "objective" approach. This is the one that Dretske explicitly
 promotes in 'The Pragmatic Dimension of Knowledge' (op. cit.). In that
 essay, he advances the view that an alternative is relevant if it is, in a
 suitable sense, physically possible (with antecedent conditions and
 physical laws) when the putative knower is in the relevant epistemic
 state. He gives as an example a situation where, in the Midwest, S
 (correctly) distinguishes a bird he sees as a Gadwall duck (based on

 markings, etc.). As it turns out, although S can justifiably discriminate a
 Gadwall from all other North American birds, he cannot distinguish it
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 from the Siberian Grebe. Does he know the bird is a Gadwall? He does,
 says Dretske, if it is physically impossible that it was a Siberian Grebe that
 he was seeing in the Midwest (whether or not S, or anyone else, knows
 this). If Siberian Grebes are bound by geographical barriers to their local
 Siberian habitat, then they just cannot (as a physical fact) migrate to the
 Midwest. So, since the bird S saw could not (in the physical sense) have
 been a Siberian Grebe, its being one does not constitute a relevant
 alternative to its being a Gadwall, and S does, therefore, know it to be a
 Gadwall. Such, then, is an objective interpretation of relevant alter
 natives; but, although it escapes the problems of the subjective
 approach, it gives rise to its own peculiar difficulties.

 (1) To begin with, the notion of physical possibility (relative to a
 context and to physical laws), even if it could be made precise,11 doesn't
 seem adequate to rule out all the cases that Dretske would surely
 consider as involving irrelevant alternatives. The zebra case, for
 example, would not be covered. It is surely, in the relevant sense,
 physically possible that the zoo keeper has substituted a painted mule for
 the zebra; and yet this kind of case was taken by Dretske himself as
 providing an irrelevant alternative. It is clear that one could easily
 duplicate such cases, where the alternative considered would be
 intuitively irrelevant, yet physically possible. (Just as an example,
 suppose a Russian zoologist had brought, by jet, a Siberian Grebe to the
 Midwest). Moreover, different contexts might determine different
 criteria of relevance. (The situation would be comparable in one view of
 belief de re described by E. Sosa ['Propositional Attitudes, De Dicto and
 De Re\ The Journal of Philosophy, November 5, 1970], where in
 different contexts different notions of a "distinguished" term are
 determined, where this notion is used to explicate belief de re.)

 (2) On Dretske's approach, what is relevant is determined by physical
 possibility at a time (viz., at the time the claim that P is made). So, for
 example, if a Siberian Grebe had been practicing long flights, the
 moment it became able to fly to the Midwest, S would cease to know that
 the bird he was looking at was a Gadwall. While if it suddenly lost this
 ability, his knowledge would return. But surely S's knowledge that the
 bird he sees is a Gadwall does not fluctuate with the daily aeronautical
 capabilities of a Grebe in Siberia.

 (3) In certain cases, physical impossibility does not seem sufficient for
 the irrelevance of an alternative. Suppose, for example, that I cannot
 distinguish twin A from twin B, and I see A coming toward me, and I
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 take him to be A, based on his appearance (perhaps I have never realized
 that A has a twin, even though I've met both). If twin B was far away in
 Russia at the time, and "physically couldn't" have been in town when I
 saw A, it would follow, for Dretske, that I knew it was A. But, intuitively,
 if I can't tell one twin from the other, I don't know which one I'm seeing,

 whether or not the other is out of town.

 (4) It seems to be logically possible that physical laws could change,
 and it seems to make sense to ask whether we know that they in fact
 won't. On Dretske's approach, it turns out to be trivially true that if we
 believe that they won't change (perhaps with appropriate "evidence"),
 then we know this, since the alternative to this, that the laws will change,
 admits of such a trivially easy, affirmative answer. In sum, then, for
 reasons (l)-(4), the objective approach fares no better than the
 subjective. Supposing, however, that an adequate interpretation of
 "relevant" were formulated, the essential question (in this context)
 concerning the logic of "know" would remain - namely, the question of
 the indexicality of knowledge. But before we finally come to this issue, it
 will be useful to examine a different response to Dretske's approach -
 that offered by Gail Stine.
 Gail Stine reaches conclusions somewhat different from ours, in her

 'Skepticism, Relevant Alternatives, and Deductive Closure' (Philoso
 phical Studies 29 (1976), 249-261). According to her, when we know
 that, e.g., Pete is a zebra, we need evidence to rule out the relevant
 alternatives. But we just know, without having or needing any evidence,
 that the irrelevant alternatives do not obtain. For Stine, their irrelevancy
 guarantees not just that we should not take them seriously, but that we in
 fact know them to be false. It is hard to see, however, how she can justify
 this claim. All she says in its favor is that sometimes evidence is not
 needed to know that P. This claim is quite likely correct. If I am in pain,
 for example, I know this without any evidence (other than my being in
 pain). Being in pain is, in Chisholm's sense, a "self-presenting" state.
 But surely Pete's not being a painted mule is not self-presenting in the
 way that my being in pain is. Someone who has in fact tested Pete for
 paint, checked for painters, etc., has a far better claim to knowledge than
 I do. All I can claim (since I lack any such evidence) is that the negation
 of this proposition is implausible, or far-fetched. But, as Dretske argues,
 this fails to show that I know the proposition to be true.
 More controversially, it is sometimes said that my claim to know that I

 am in pain is incorrigible. This could not reasonably be said of my claim
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 to know that Pete is not a painted mule (it is very easy to think of how you
 might be mistaken in the latter case). Moreover, for Stine, the pro
 position that Pete is not a painted mule is not intrinsically self-presenting
 (as is my being in pain): it is only its irrelevancy that permits me to know it
 without evidence. If it were a relevant alternative (as it might be in
 certain circumstances), then knowing it to be true would require
 evidence. But that the need for evidence for P, in order to have
 knowledge that P, should wax and wane with P's irrelevancy, is
 implausible.12 (And if you conclude that I must know that, for example,
 Pete is not a painted mule simply because I do know that Pete is a zebra
 (and that a zebra is not a painted mule), this would merely be to beg the
 question Dretske has raised).
 What is important, and what Stine and I agree on, is that if I claim to

 know that Pete is a zebra, I cannot leave it open that Pete is a painted
 mule (assuming I know that a zebra cannot be a painted mule). We both
 agree with Dretske that we have no evidence for Pete's not being a
 painted mule. These facts alone show that Dretske missed a crucial point
 about the logic of "know". The final thesis of Stine's, that I also know the
 latter proposition to be true, is (I have argued) far more problematic, and
 is not needed to show the basic error in Dretske's view. The question
 arises, however, given the weakness of the latter thesis of Stine's together
 with our own criticism of Dretske's position, whether the only conclusion
 one can draw is that the skeptic is right. We will face this issue shortly, but
 before discussing the final effect of our argument, it is necessary to
 consider a possible response to our line of thought. One way of viewing
 the method of relevant alternatives is to see it as embodying a pragmatic,
 or perhaps an indexical, account of knowing.13 Knowledge claims occur,
 it might be said, only in specific contexts, where the context determines
 which alternatives are relevant.

 The context might include background assumptions of speaker and/or
 interlocutor, and/or the "objective" possibility (perhaps in the sense of
 "physical possibility") of situations other than the actual one obtaining.
 It might, then, be claimed that one cannot simply move from:

 (a) In context c (rendering alternatives P, Pu ... Pn relevant) I
 know that P,

 to

 (b) I know that, of alternatives P, Pu ... Pn, P obtains.
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 That is, one could object that one cannot "export" the information
 contained in the pragmatic context (as in (a)) into the semantic content of
 the knowledge claim (as in (b)).14 To support such a view, one could cite
 other "indexical" theories, like Tyler Burge's theory of truth,15 in which
 truth claims are indexical, or context-bound, and where one cannot make
 the context an explicit component of the truth claim, nor quantify over all
 contexts (which played a major role in our criticism of Dretske).16 The
 question, then, is whether Dretske's theory could not be seen as
 essentially indexical (to use John Perry's term), in much the same way as
 Burge's.

 It is difficult to know how to respond to such an objection. I am inclined
 to be suspicious of the essentially indexical feature of Burge's theory, and
 hence to see little force in the analogy to Dretske. One difference in the
 two theories is that failure to disallow quantification over all contexts
 leads, in Burge's account, to contradiction - not just for the speaker

 making the truth claim, but for the theorizer himself (such is the nature of
 truth theories, given the semantic paradoxes) - which is clearly an
 impossible consequence to accept. The result of accepting such
 quantification for Dretske, however, is, at worst, skepticism (but see our
 conclusion), and it is far from clear that one cannot, in the same sense,
 accept such a conclusion. It is far from clear, that is, that the fact (if it is
 one) that quantification over all contexts leads, for Dretske, to skep
 ticism, is a reductio of such quantification. The most that one could get
 from the existence of Burge's theory, then, is that certain philosophers
 are already committed to essentially indexical views (so that the notion is
 not entirely ad hoc or Pickwickian). As to the question of whether or not
 one can, in Dretske's case, quantify over all contexts, we can only
 observe that apart from the (possible) threat of skepticism, there seems to
 be no intuitive motivation for denying that we can so quantify (and,
 indeed, we seem to quantify often and easily). The objection, then,
 appears to be without force, and we are left with the question of whether
 the only conclusion we can draw from our argument is in favor of
 skepticism.

 Our argument has been designed to show that Dretske (et al.) is
 mistaken as to the content of what is known. Relevant alternatives are

 not relevant to what is known. They show, at most, the background, the
 context, in which we occupy our epistemic states. Against this back
 ground, we only expect, from a practical point of view, people to be able
 to justifiably discriminate a content, P, from the relevant alternatives.
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 We expect them, if they claim that P, to be willing to rule out the
 irrelevant alternatives to P, not necessarily justifiably, or on the basis of
 evidence. Since, as I have argued, we can export the context into the
 content, in an absolute sense all that is known is that (P v Pi v
 ... pn) = p. So, in this sense, the skeptic is vindicated. We can still raise
 the question of "absolute" knowledge - where context is pushed into
 content. That is, we can always ask, Can you discriminate a proposition P
 from all alternatives? Do we ever have such knowledge? This is a subject
 for a different investigation. If Dretske's suggestion has force - viz., that
 we can rarely, if ever, justifiably eliminate all alternatives to a contingent
 proposition - then we will rarely, if ever, have knowledge in this
 "absolute" sense. Perhaps propositions regarding sensations are exempt
 from these considerations; perhaps not. The issue remains to be decided.
 But even if we lack such knowledge, in any particular case, the notion of
 relevant alternatives, if it can be sharpened and made coherent, offers
 hope that we could defend the rationality of treating irrelevant alter
 natives as irrelevant. For example, in reference to our example
 regarding twins A and B, if I testify at a trial that I saw twin A kill the
 deceased, even if I did not in fact know this, the judge, realizing that the
 alternative of B's being in town is irrelevant, will still find my testimony
 of value. In general, the "objective" approach to alternatives helps show
 how certain beliefs, though they may fall short of knowledge, are yet
 "reliable" (within a given parameter). While the "subjective" inter
 pretation, insofar as it tells us which alternatives are too baroque or
 far-fetched to be worth considering, informs us what it would be
 unreasonable, perhaps even insane, from a practical point of view, to try
 to rule out.
 We should note, finally, that nothing useful would come from

 distinguishing two senses of "know" (the indexical and the absolute), and
 then insisting that for the indexical sense (which, it might be argued, is
 the "ordinary" sense) the skeptic is kept at bay. As long as the ab
 solute sense is coherent (and we have argued that it is), the skeptic is
 not refuted. The best that can be done is to explain why the irrelevant
 alternatives, which vitiate our ability to attain "absolute" knowledge,
 are precisely that: in an important sense, irrelevant to our cognitive
 lives.

 University of Wisconsin-Madison
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 NOTES

 * This essay has profited from comments by the referee and by the editor. I would like to
 express special thanks to Fred Dretske for his support of this project and for helpful
 discussions.
 1 Journal of Philosophy, Dec. 24, 1970.
 2 M. Swain, and C. Pappas, eds. Essays on Knowledge and Justification (Cornell University
 Press, Ithaca and London, 1978).
 3 See Footnote 2).
 4 Princeton University Press, Princeton, New Jersey, 1973. Harman (p. 150) speaks of
 "evidence that undermines knowledge". Swain (op. cit., p. 115) speaks of "undermining
 counter-evidence", and cites an example of Goldman's (op. cit., p. 122) to illuminate his
 own ideas, an example that Goldman calls a "relevant alternative" (p. 124). I presume that
 all three authors are employing a roughly similar notion.
 5 For example, "John is 5'8" tall and a professional basketball player" is strange, and it
 entails "John is 5'8" tall". But the latter is not strange.
 6 A similar point is made by Gail Stine ('Dretske on Knowing the Logical Consequences',
 Journal of Philosophy, May 6,1971). She speaks of "opaque" and "transparent" contexts.
 7 See, for example, Tyler B?rge, 'Belief De Re\ Journal of Philosophy 74, June 1977.
 8 See Jaegwon Kim, 'Causation, Nomic Subsumption, and the Concept of Event', Journal
 of Philosophy 70, 1973, pp. 217-236.
 9 John Searle uses a similar approach in 'Proper Names' (Mind, No. 266,1958), when he
 says that we typically don't have a determinate set of "associated descriptions" in mind
 when we use a proper name - we determine this set only on demand. I have criticized such
 views in my Doctoral Dissertation, Frege and the New Theory of Reference (UCLA, 1980),
 pp. 83-86.
 10 For example, Goldman (op. cit., p. 124) says that if you are in an area where there are
 real barns and also fake barns, the possibility of your being deceived when you claim to
 know that a particular object is a barn is a relevant one - a relevant alternative.
 11 What, for example, would be the base condition for the physical possibility of that
 context, at the time t of the claim that P? It couldn't be the entire physical state of the world
 just prior to t, since, if determinism is true (and quantum indeterminism won't help), only P
 is then possible. It is not obvious just how to weaken the specification of the base state.
 12 One might be tempted to defend Stine's view by suggesting that although your belief
 that Pete is not a painted mule is not self-presenting or based on evidence, it is nevertheless
 justified because of its etiology - i.e., because it was produced by a "reliable" causal
 process. This defense is inadequate. We are here concerned with knowledge of the
 proposition that Pete is not a painted mule. The relevant alternatives for this proposition
 would be those where Pete is a painted mule. But there could not be any such relevant
 alternatives. For surely any such alternative would also be a relevant one for the belief that
 Pete is a zebra - and, ex hypothesi, Pete's being a painted mule is not a relevant alternative
 to Pete's being a zebra. What is the consequence of this? It would be otiose to conclude that
 the absence of relevant alternatives makes the causal process that produced your belief that
 Pete is not a painted mule trivially reliable (it can't produce the same belief in relevant
 counter-factual situations, because there are none). Surely to speak of a causal process as
 "reliable" in such a vacuous case is to remove this notion of all content.
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 13 Dretske makes this more explicit in 'The Pragmatic Dimension of Knowledge',
 Philosophical Studies 40 (1981), 363-378.
 14 In arguing that in this case one can export context into content, I am not implying that
 one can bring about a "reduction" of pragmatics to semantics. Robert Stalnaker has
 presented some strong arguments against such reduction. See, for example, 'Pragmatics',
 in Semantics of Natural Language, eds. D. Davidson and G. Harman, D. Reidel,
 Dordrecht-Holland, 1972.
 15 'Semantical Paradox', Journal of Philosophy 76, 4, April 1979.
 16 B?rge affirms (op. cit.), "Our theory is a theory of 'true', not 'true at a level'. From our
 viewpoint, the latter phrase represents a misguided attempt to quantify out the indexical
 character of 'true'; it has some of the incongruity of 'here at some place'. No relativization
 will "deindexicalize" 'true'. Even in such English phrases as 'true at a level', the indexes
 occur implicitly on 'true'." Unfortunately, the plausibility of his theory, and even his ability
 to state it without contradiction, depend heavily on an alternative method of generalization
 - viz., "schematic" - that he does not go very far toward clarifying or defending. The
 general issue of whether, and when, one can "deindexicalize" concepts in epistemology,
 reference, truth theory, or propositional attitudes is of extreme importance and subtlety. I
 have tried to make some headway on the topic in "Frege, Perry, and Demonstratives"
 (Canadian Journal of Philosophy, Dec. 1982).
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