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My focus will be on Richard Feldman’s claim that what we epistemically ought to believe is what fits our evidence.
  I will propose some potential counter-examples to test this evidentialist thesis.  My main intention in presenting the “counter-examples” is to better understand Feldman’s evidentialism, and evidentialism in general.  How are we to understand what our evidence is, how it works, and how are we to understand the phrase “epistemically ought to believe” such that evidentialism might make sense as a plausible thesis in light of the examples?  Of course, we may decide that there’s no such way to understand evidentialism -- that it just isn’t a plausible thesis.  I must admit that my suspicions lean in that direction.  But the potential counter-examples are put forward, not in a refutational spirit (though I have nothing against good refutations in philosophy), but as an invitation to evidentialists and potential evidentialists to refine and/or explain their thesis in light of the at least apparent problems that the examples highlight.

1.  “Epistemic Ought”
The first example is mainly intended to point out some possible obscurity in the phrase “epistemically ought” that plays such a key role in Feldman’s evidentialist thesis.  The example probably needn’t be described in great detail to bring the problem to light.  Suppose that Henry firmly believes that P — it doesn’t matter much what P is — and has excellent evidence for P (evidence that’s strong enough to adequately support the firm and confident attitude Henry has adopted toward P).  Suppose further that Henry doesn’t possess evidence against P, so the attitude toward P that fits all the evidence Henry possesses is the confident belief that P which Henry in fact holds.  But suppose that Henry doesn’t believe P on the basis of the excellent evidence for it that he possesses.  Indeed, Henry hasn’t even considered P in the light of this excellent evidence, and the fact that he possesses good evidence for P is no part of the explanation for why Henry believes that P.  Rather, Henry believes that P on the basis of some other beliefs of his that he considers to be good evidence for P, but which in fact constitute absolutely lousy evidence for P.  Henry has no business believing P at all on the basis of the evidence he is in fact using, much less believing it as firmly as he does.  If you want some details — maybe your intuitions are helped out by filling in the story a bit — suppose that P is a proposition to the effect that someone that Henry hates very much has done some horrible thing.  It’s Henry’s hatred and resulting desire to believe his opponent has done this horrible thing that causes him to think of his lousy evidence as strong evidence and to thereby believe that P.

Well, what’s your intuition as to what Henry epistemically ought and ought not to believe and about how firmly Henry ought or ought not to believe?  Mine is that Henry ought not to believe P at all, much less believe it to the degree that he does.  If this is correct, then Feldman’s evidentialist thesis, at least as I understand it, gets this case wrong.  It says that Henry “epistemically ought to have the attitude (belief, disbelief, suspension of judgment; or degree of belief) that fits the evidence [Henry] has.”  And we’re supposing that a firm belief that P is the attitude that fits the evidence Henry has.  

I suspect that, presented with the question of what Henry epistemically ought to believe, most will either react as I do, or else will respond by (wisely) saying something along the lines of, “Well, it all depends on what you mean by ‘epistemically ought’.”

There certainly is a very good sense of “ought” in which Henry ought not to believe that P.  This is the sense that my intuition responded to.  And this sense I think has a good claim to the title of “epistemic”.

But there’s also some sense, I suppose, in which Henry ought to believe that P.  The question, “In the matter of P vs. not-P, what would Henry believe if he were to take all the evidence he possesses and process it correctly?”, the answer is, “P.”  And I suppose there’s some admissible way of understanding the question, “What ought Henry to believe?”, such that it’s asking roughly the same thing, and should get the same answer.  After all, “ought” is a very semantically flexible word.

Now, given that there is a good sense in which Henry ought not to believe that P and a good sense in which he ought to believe that P, how are we to understand and answer the question, “What ought Henry to believe?”, when we are explicitly instructed to understand the “ought” as an “epistemic ought”?  I see a couple of different ways of understanding the qualifier “epistemic” here.  First, it can be (however vaguely) directing us to understand the “ought” in the way that’s most tightly connected to the concept of knowledge.  It was this understanding that led me to respond that Henry epistemically ought not to believe that P.  (Well, it was this understanding plus the fact that the sense of “ought” which yielded a Feldman-friendly answer seemed a bit strained to me.)   Here I was led by the intuition that should P turn out to be true, Henry would not know that P, and that his failure to know would be tightly bound up with fact that he was not, in this sense of “ought”, believing as he ought.  That’s what led me to think that the sense of “ought” in which Henry ought not to believe that P would be the more likely candidate for the title of “epistemic” ought.

But there’s another way to understand “epistemically ought”.  As I admitted, there does seem to be some admissible understanding “What ought Henry to believe?” in which the answer is: “P”.  Perhaps I should simply understand “epistemically ought” as picking out that sense of “ought”?  But in that case, given my tenuous grasp of that sense of “ought”, this comes to little more than: “Understand ‘oughts’ in such a way as to make the Feldman’s evidentialist thesis (O2) come out true.”  And it’s no surprise, then, that on this understanding, O2 does come out true.

This problem can be made more acute by adding to our example.  Suppose then that there is some evidence Henry very easily could have, and should have, gathered, but that he negligently never encountered.  This would have been very strong evidence against P.  So strong that, despite the excellent evidence Henry possesses in favor of P, this negative evidence that Henry should have gathered would have completely outweighed the positive evidence he actually possesses, such that disbelief of P would have been the attitude that would have best suited Henry’s evidence, had he gathered this negative evidence.  (We want it to remain the case that the evidence Henry actually possesses still favors P, so don’t imagine this case such that Henry has good reason to think that the evidence he neglected to gather would have counted against P.  This would raise the suspicion that, whatever these good reasons for thinking the evidence will be unfavorable to P are, they probably also constitute evidence against P itself.)  This addition reinforces my sense that Henry ought not to believe that P.  Not only is Henry basing his belief on lousy evidence (which is still part of our story), but, even if he had been a good processor of evidence, still, if he had been at all responsible in his evidence-gathering, he would not believe in P.

Now the main reason I react negatively to the question “Ought Henry to believe that P?”, is still the old reason that the evidence that Henry is actually basing his belief upon is lousy evidence for P.  What this new addition does is to show just how special is the sense of “ought” which yields the answer that Feldman wants.  I still think there is some admissible sense of “ought” in which Henry ought to believe that P.  This sense directs us to consider whether Henry’s belief fits the relevant evidence.  When we ask whether the relevant evidence includes evidence that Henry doesn’t possess, but easily could have, and should have, possessed, we’re instructed: “No, only look at Henry’s actual evidence; evidence that Henry doesn’t actually have doesn’t count.”  Given that piece of instruction, one might be inclined to suspect that we’ll also consider irrelevant evidence that Henry possesses, but doesn’t use.  After all, what credit is it to Henry that he possesses excellent evidence, if he didn’t use it?  But, to our surprise, when we ask: “Should we consider as relevant evidence Henry possesses, but never uses?”, we’re told: “Yes, by all means.  It doesn’t matter that he doesn’t use it.”

A counter-example to Feldman’s evidentialist thesis (O2)?
  Well, I think I can still find an admissible sense of “ought” in which Henry ought to believe that P, and if that’s the sense that’s supposed to be picked out by the term “epistemically ought”, I guess the evidentialist thesis isn’t refuted.  Indeed, elsewhere,
 as I should in fairness point out, Feldman considers problems not unlike the one I’m raising, not in relation to the question of what we “epistemically ought” to believe, but to the closely related question of what we’re “epistemically justified” in believing.  He (and his co-hort) respond by registering their sense that what is “epistemically” justified is just what their evidentialist thesis says is epistemically justified, and sometimes by locating other concepts, distinct from their “epistemic” ones, that might be leading folks’ intuitions astray.  This all left me uneasy.  And that’s why I here present this type of problem with a different focus: that of trying to illustrate just how special is the sense of “ought” it appears we must end up with to save Feldman’s evidentialism.  I guess the challenge to Feldman is not to defend that there’s some admissible sense of “ought” that’s friendly to his thesis — I’m happy enough to grant that, given just how semantically flexible “ought” seems to me — but to tell us why that very particular sense is epistemically important.

Here are three questions:

1.  Relative to the evidence he actually brought to bear on the issue, ought Henry to believe that P?

2.  Relative to all the evidence that he has, ought Henry to believe that P?

3.  Relative to the evidence available to him (the evidence he has plus what evidence he easily could have, and should have, had), ought Henry to believe that P?

In our story, the answers to questions 1 and 3 seem to be “no”, while the answer to 2 is “yes”.  The general question,

G.   Ought Henry to believe that P?,

it seems, could be asking something along the lines of any of 1-3.  Apparently, where the “ought” is an “epistemic” ought, we’re to understand it along the lines of question 2.  But what’s so special about that question?  Is it in some way that I can’t see especially tightly connected with knowledge and/or other important epistemic concepts?  A reason for pessimism on this front, as I’ve already indicated, is our strong sense that Henry doesn’t know in our cases, and the feeling that his failure to know seems tightly tied up with the thought that he’s not believing as he ought in some very relevant sense of “ought” — which must not be Feldman’s sense, because Henry is believing as he ought in the sense O2 requires.

Is there any other way of understanding the phrase “epistemically ought” — a way on which O2 is plausible, but not trivial?  Which gives us a handle on what we’re being asked when we’re asked what someone “epistemically ought” to believe that amounts to more than just “understand it so as to make O2 true”, but on which O2's answer seems true, or at least plausible, nonetheless?  I see two hints in Feldman’s paper.  I don’t think either pans out.

First, at places, Feldman writes as if the senses of “ought” in which our Henry ought not to believe that P are long-range senses, whereas the “epistemic” sense in which Henry ought to believe that P, and on which O2 is true, specifies what Henry ought to believe right now.  This comes up in Feldman’s answer to the problem of “Evidence One Should Have Had.”
  If there’s evidence one could have and should have possessed, this may indicate such long-term conclusions as that one ought to go gather this evidence, or ought to adopt different policies of evidence gathering.  These may generate various “oughts” about one’s beliefs, Feldman admits — though he suspects that these will be moral or prudential, and not epistemic, “oughts”.  At any rate, O2, Feldman claims, gives the right answer to the questions, “What should I believe in the meantime?”, “What should I believe until I have a chance (or the courage) to look at that new evidence?”.  He writes, “It’s that natural and central question to which evidentialism provides a good answer” (p. *16*).  This would indeed make Feldman’s sense of “ought” quite important.  But the other senses of “ought” — the senses on which Henry ought not to believe that P, some of which seem tightly connected to the thought that Henry doesn’t know that P even if P is true, and so seem pretty “epistemic” to me — also seem to specify things about the status of Henry’s belief right now.  (To make it explicit, in questions 1 and 3 above, add the words “right now” in the appropriate places.)  That there is important evidence against P that Henry easily could have, and should have, possessed, while it probably does indicate various things that Henry should do in the future, also seems to ground an important sense in which, because he ought to have already gathered that evidence, Henry right now ought not to believe that P.  At any rate, the most pressing problem I have with Feldman’s O2 involves not the evidence that Henry should have possessed, but the problem that the evidence that Henry actually bases his belief on is in fact lousy evidence for P.  This indicates an important sense in which Henry ought not to believe that P which most definitely indicates a problem with Henry’s believing right now, and not just down the road.

(Note that the person who thinks it’s question 1 above that’s the “epistemically” important one could try to do to Feldman’s question (question 2) what Feldman does to question 3: “To be sure, in some (perhaps prudential or moral) sense, down the road, Henry ought to bring more of his evidence to bear on the issue.  It’s this down-the-road issue that question 2 addresses.  But there’s still the question of what Henry ought to believe in the meantime, what he should believe until he has the chance or the courage to consider P in light of the evidence he hasn’t yet considered in relation to the issue.  It’s question 1 that addresses what Henry ought to believe right now.”  This would be unfair to question 2, which, in addition to perhaps indicating various things Henry should do down the road, also specifies a sense in which right now Henry ought to believe that P.  But question 3 can likewise be defended as specifying a sense in which right now Henry ought not to believe that P.)

The second hint we get comes from Feldman’s account of “epistemic ought” being tied to a certain important role we play — the role of a believer.  Feldman writes:

Forming beliefs is something people do.  That is, we form beliefs in response to our experiences of the world.  Anyone engaged in this activity ought to do it right.  In my view, what they ought to do is follow their evidence (rather than wishes or fears).  I suggest that epistemic oughts are of this sort — they describe the right way to play certain role....They are based on what’s good performance.  (p. *7*)

This perhaps can help give us another handle on what’s intended by the qualifier “epistemic” in the title “epistemic ought”: To believe what you ought to believe (and to the degree that you ought to), in this sense, is to perform well in filling the role of a believer.  If O2 were correct about the “ought” that specified how we are to fill that important role of ours, it would certainly be a very important result.  But if this is what Feldman means, then his evidentialist thesis is surely false.  For Henry’s performance is poor, in almost every way I can think of.  He’s doing it (believing), but not doing it right.  He’s doing a lousy job of gathering evidence, and a lousy job of processing the evidence he does have.  His belief seems irrational and unjustified, and even if it happens to be true, it certainly isn’t a piece of knowledge.  He’s not doing a good job of filling the role of a believer.  Yet, at least as I understand it, he satisfies Feldman’s formulation of the evidentialist thesis (O2) for believing what he ought.

Perhaps Feldman would say that although Henry did perform poorly, he still ended up believing what he would have believed if he had performed well in filling the role of a believer, and is in that way believing what he ought to.  But this is true only on a very specialized understanding of what it is to fill the role a believer well.  To “do it right,” to do a good job of filling the role of a believer, or of a reasonable believer, it seems one should both gather and process evidence well.  And if Henry had both gathered and processed evidence reasonably, he would not believe that P.  So Henry did not perform well in filling the role of a believer, nor did he end up believing what he would have believed if he had performed well in that role, despite the fact that he satisfies Feldman’s account of believing what he ought.

It’s not the (more general) role of a believer that Feldman’s account seems to answer to, but the (more specialized) role of an evidence-processor.  Henry also performed poorly in filling that more specialized role.  (Recall that the evidence Henry actually used didn’t support his belief, and it was only through bad processing of the evidence that he used that Henry ended up believing that P.)  But Henry did end up believing what he would have believed if he had taken all the evidence he had and processed it well.  Perhaps it’s in that very specialized sense that he’s believing what he “ought”.  But if what we mean by believing what we “epistemically” ought to believe is the specialized notion of believing what we would have believed if we had taken all the evidence we actually have (no matter how unreasonable we were in getting just that evidence) and then processed it well, we seem to be back to just understanding “ought” so as to make O2 come out true, and then it’s no surprise that O2 gets that specialized notion right.

2.  Evidence and Skeptical Hypotheses
We meet another type of at least apparent counter-example to evidentialism when we face these questions: Ought we to believe that skeptical hypotheses are false?  And how firmly ought we to believe this?  For instance, ought I to believe that I’m not a bodiless brain-in-a-vat who’s been electrochemically stimulated to have precisely those sensory experiences that I’ve had?  I think I ought to believe this hypothesis is false, and to so believe very firmly and confidently indeed.  One who really didn’t firmly believe such an hypothesis to be false of himself would seem to me to be epistemically defective, perhaps even deranged, and is certainly not believing as he ought.  (We may be able to cook up some very special circumstances in which this wouldn’t be true of someone — circumstances in which some believer ought to be agnostic about whether he’s a BIV, or perhaps even ought to believe that he is a BIV.  But these would have to be fairly weird circumstances, I think.)

Now, in the matter of whether or not I’m a BIV, what attitude best fits my evidence?  My initial inclination is to say that I really don’t have any effective evidence one way or the other.  If this inclination is right, Feldman’s evidentialist thesis would again be in trouble.

But this is only an initial inclination, and there’s plenty of room for maneuvering here for the evidentialist — mostly having to do with what our evidence is and how it works to justify beliefs.  So this type of example is put forward mainly with the hope of extracting from the evidentialist some help in understanding such matters.

One possible move for the evidentialist to make is to claim that I know such things as that I have hands, which provide for me excellent evidence for belief that I’m not a BIV, since BIVs don’t have hands.  After all, in other settings, it can often seem that I can cite the fact that I have hands as evidence for various conclusions.  And if the fact that I have hands is evidence that I possess, what’s to prevent me from citing it as evidence for the conclusion that I’m not a BIV?

The problem here is that it seems — or at least seems to me — that I don’t have one simple body of evidence that constitutes what evidence I have.  Rather, I have evidence for various conclusions, and what my evidence is seems to depend on what issue is being discussed.  Thus, suppose that the Cubs beat the Braves yesterday, and that I heard on the radio that “The Cubs beat the Braves”, in a list of results that were read during the sports segment of the news, and that that radio report is my only source of information for that result.  Here, that the Cubs beat the Braves is evidence I have, or at least seem to have, and can properly cite, if the issue being discussed is whether the Cubs have beaten any good teams this year.  If, for instance, you claimed that the Cubs haven’t beaten any good teams this year, I seem to be in a position to argue, “Well, they beat the Braves yesterday.  And the Braves are a good team.”  However, suppose that you got it into your head to instead discuss the issue of whether the sports segment I heard on the radio was accurate in the scores it reported.  That the Cubs beat the Braves seems not to be evidence I have, or at least seems not be evidence I can properly use, for the purposes of discussing that issue.  If I were to argue, “Well, the report certainly was accurate, because, according to it, the Cubs beat the Braves, and they did, and it was reported that the Marlins beat the Cardinals, and they did...”, you wouldn’t be very impressed if you knew that in each case, my only source for the “and they did” part was the very radio report whose accuracy was presently in question!  That the Cubs beat the Braves, and the like, seems not be evidence I have, or at least not to be evidence I’m allowed to use, in these circumstances (I have no other sources of information for the results of yesterday’s games), where the issue is whether radio report I heard was accurate.  This evidence, which I seem to have when it’s another issue that’s in question, seems to be undermined for the purpose of establishing that the radio report was accurate.  In a similar way, that I have hands seems to be undermined as a piece of evidence if the issue under discussion is whether or not I’m a BIV.  If so, what evidence do I have for my belief that I’m not a BIV?  Again, my inclination is to say that I have no effective evidence for that belief.  That I’m not a BIV seems to be belief that I ought to hold, and ought to hold very firmly, despite the fact that the opposite position — that I am a BIV — seems to fit my evidence — at least what evidence it’s proper to use in discussing this issue — every bit as well as does my actual belief.

Perhaps the evidentialist can argue, following Jonathan Vogel,
 that though our evidence is quite limited in the context of discussing whether skeptical hypotheses obtain — limited to something like sensory appearances —, still this highly limited evidence does, after all, support the “real world hypothesis” over the various skeptical hypotheses, perhaps because the real world hypothesis somehow provides a better explanation for the sensory appearances.  I have my doubts about whether the real world hypothesis really does fit our evidence better than do the various skeptical hypotheses, but it certainly seems to me that even if the RWH does eek out a narrow victory here, it won’t fit the evidence better by a wide enough margin to justify the degree to which I think rationality not only allows but requires us to believe the RWH over the various skeptical hypotheses.

Well, that’s how it seems to me.  Presumably matters seem different to the evidentialist.  My hope is that the evidentialist will explain what our evidence is and how it works in such a way as to make their evidentialism plausible in the face of these examples.  Since these issues involving evidence are, or should be, important to all epistemologists, whether they’re evidentialists or not, this would be a great service.

My suspicion, however, is that the best understanding of the concept of evidence and how it relates to other important epistemic concepts will be a non-evidentialist understanding according to which such things as that I’m not a BIV are things I know, ought to believe (and ought to believe very firmly), and am justified in believing, despite the fact that they don’t fit my evidence any better than (or, at the very least, don’t fit it much better than) do their opposites, and an understanding according to which the degree to which I ought to believe the Real World Hypothesis, as opposed to its various skeptical competitors far exceeds the degree to which it fits my evidence better than do those competitors.  Indeed, I’ve long suspected (following the insightful lead of Thomas Reid) that the poor unfortunate who really did believe the RWH over its rivals only to the extent that it fit his evidence better than its rivals would probably serve well as a great example of someone who is not believing as he ought.
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