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A few years back, I participated in the Spindell Conference in Memphis, and gave a paper, “How Can We Know That We’re Not Brains in Vats?” (available on-line at: http://pantheon.yale.edu/~kd47/Spindell.htm).  The bulk of that paper concerned responses to skepticism.  I pursued an unusually radical criticism of the often-criticized “Putnam-style” responses to skepticism.  To put it rather enigmatically, I argued that such responses don’t work even if they work!  And I compared such responses with the type of response I favor – the “contextualist Moorean” response – to show how these latter responses are of a type that avoids the radical problems that plague Putnam-style responses.  But in the final section of the paper, I turned briefly to a different, though related, issue, presenting my proposed solution to what’s often called the “McKinsey problem.”

My commentor today, Anthony Brueckner, happens to be a leading expert on both of the issues treated in my above-described paper.  So I thought it would be interesting to see what he had to say about what I do there – either about skepticism or the McKinsey problem, or both.  Hopefully this will not only be interesting for me: This might well be the material that would provide a discussion starting between Tony and myself that might prove the most interesting for a philosophical audience.  To facilitate such a discussion, what I’ll do here is enter that old paper into the record, which I hereby do, and add the below clarifications, mostly having to do with what is meant by “a priori” in my treatment.
1.  The McKinsey Problem, so-called because it was put forward by Michael McKinsey in a 1991 paper in Analysis, is a problem for semantic externalists.  The semantic externalist thinks that, at least with regard to our use of certain terms in our thought, the content of what we are thinking depends on certain facts about our external environment.  So, for instance, on some possible versions of externalism, one cannot have the concept water, or think thoughts involving that concept, unless water actually exits.  The externalist’s problem starts to emerge when we ask her how it is that we might know that externalism is true.  It seems that if the externalist is to know that her position is correct, she must know this a priori, for she offers an a priori argument for her claim.  It seems that we are to come to know that externalism is true by thinking through some of the thought experiments made famous by the likes of Putnam and Burge, rather than through observation of the world.
  So, it seems that the externalist is committed to thinking that one can know a priori such things as that if one has the concept water, then a certain external condition, say, the existence of water, obtains.  This becomes a problem when we put that a priori knowledge together with the apparent fact that we can know independent of any warrant obtained by empirical investigation of the external world – and hence, it at least in some good, broad sense, a priori – that we have the concept water.  For by putting these two pieces of a priori knowledge together, it looks like the externalist will have to say that we can obtain a priori knowledge of an external condition – here, that water exists – that intuitively seem to be knowable only through empirical investigation of the external world.

In a way, my counsel was that externalists (and I count myself among their number) learn to live with this “absurd” result – or at least a watered-down version of it: Accept that we do have a priori warrant for our beliefs in the obtaining of the relevant external condition.

But one thing I certainly did not do was adequately explain how I was using “a priori.”  I hope to fix that, at least to some extent, by looking at an exchange between Richard Miller and Tony.


A couple of years before I spoke at Memphis, Miller published a paper on the McKinsey problem: “Externalist Self-Knowledge and the Scope of the A Priori” (Analysis 57 (1997): 67-75) – a paper that, unfortunately, I did not encounter until after speaking at Memphis.  Miller was very careful in distinguishing different understandings of “a prori,” and explaining how the McKinsey problem can be solved on each one.

Here in a nutshell, are accounts I-III that Miller gives (I’ll ignore accounts IV and V), and the verdicts Miller renders for whether we know a priori what we are thinking and whether the external condition obtains on each.  On each account, “a priori” means “obtained independently of empirical investigation”:

(I)  “dependent on empirical investigation” means: resulting, at least in part, from the observation of external facts by means of sense perception.

(II)  “dependent on empirical investigation” means: rationally abandoned if appropriate sense perceptions or vivid, distinct and confident apparent memories of sense perceptions were to occur

On accounts (I) and (II), the McKinsey problem does not arise, because Miller plausibly argues, we do not know the contents of our thoughts a priori on these accounts.  Account (I) is an account of causal dependence, and as Miller points out, without any empirical investigation, we would not even have any thoughts about water, in order to know what their content is.  Miller argues that we also lack “a priori” knowledge of our own thoughts on account (II), and I agree.  In fact, I think we don’t know anything a priori on this understanding.  


So that leaves:
(III)  “dependent on empirical investigation” means: requiring the availability of a justification partly based on observations due to sense perception.

On this account, we do know a priori what we are thinking, according to Miller, so the problem can get off the ground.  But on this understanding, Miller argues, we also know a priori that the external condition obtains.  You can know that the external condition obtains even if you cannot now retrieve memories of the sensory experiences on which your knowledge is based, and Miller is using “availability” in such a way that if your can’t retrieve your memories of these observations, then they are not available.  So, on understanding (III), Miller argued that we do indeed know a priori that the external condition holds.  So, since I wasn’t being very specific about how I was using the term, there is room to think I was using it according to Miller’s III, and taking the same position as Miller.


It’s good to be clear about the meanings of key terms, and to distinguish different things that can be meant by them.  But is it just me, or has it been others’ experience too that when philosophers respond to an argument by distinguishing several different things that can be meant by a key term in the argument, and then showing the argument doesn’t stand up on any of those readings, their catalogue of possible meaning is usually missing just the one that works the best in the argument?


In “Externalism and the A Prioricity of Self-Knowledge” (Analysis 60 (2000): 132-136), Tony responded to Miller’s paper by showing there’s good understanding of “a priori” that makes the problem much tougher to deal with than it is when “a priori” is understood in any of Miller’s suggested ways.  Tony suggests dropping the availability requirement in Miller’s (III), yielding:
(IIIB)  “dependent on empirical investigation” means: requiring a justification partly based on observations due to sense perception.

Knowledge can be “dependent on empirical investigation” in this sense even if one no longer has available to one memories of the observations on which it is based.  So, for instance, if I learned long ago that sycamores exist and still know this, but cannot now recall any of the episodes by which I learned this, this knowledge would get classified (strangely, to my thinking) as “a priori” by Miller’s (III), but not by Tony’s (IIIB).


On (IIIB), the McKinsey problem is pressing, for it seems that we do know a priori the contents of our thoughts, but not the external conditions, on this reading.


So, now I’m ready for the clarification: I was thinking of “a priori” along the same lines that Tony suggested – according to understanding (IIIB).  I don’t just mean that we know a priori that external conditions obtain in the sense that we know it independently of justification derived from sensory experiences that are still available to us.  That does seem to be a cheap way out.  I mean really a priori: not dependent on any justification derived from sense perception, whether we can remember those episodes of sense perception it or not.  That’s roughly how I’ve always been inclined to use “a priori” in such settings.  

Perhaps now that that clarification is made, people will judge that I am accepting the absurd.  But here remember the mitigating factors I put forward.  First, I’m not really committing to a priori knowledge of the external condition, but just to our having some a priori warrant for it.  I do classify myself as a semantic externalist, because I accept that position.  But like most of the even mildly controversial philosophical positions I accept, I don’t take myself to know that I’m right (even according to ordinary moderate standards for knowledge).  So, I do think the arguments for semantic externalism provide some a priori warrant for the position (I’m not accepting a position I think is completely unwarranted for me when I accept semantic externalism), but I don’t think this warrant is very substantial – especially in comparison with the abundance of warrant we get for beliefs in various external matters through sense perception.  Thus, when the a priori warrant we have for externalism combines with our a priori warrant for beliefs about the contents of our own thoughts to generate some a priori warrant for the obtaining of some external conditions, I do not think our warrant for these external conditions is very substantial, either.  Second, on my views, this relatively minor a priori warrant we obtain for the external condition is for a conclusion we already know, and have very strong warrant for (warrant that goes way above and beyond the call of knowledge) through empirical means.  As I ask in the earlier paper, and can now ask more clearly, having clarified my use of “a priori”: “In light of the fact that we already know the conclusions of these Compatibilist arguments with a very high degree of warrant through empirical means, is it really so absurd to suppose we might later also come to have some relatively minor and very shaky a priori warrant for them?”  And I can now more clearly repeat my own answer: “It doesn’t seem that absurd to me.  Which is good, because, as I’ve already noted, I think that, seemingly absurd or not, this is something we’re going to have to learn to live with.”
2.  In my response to skepticism, I also believe that in this same sense of “a priori,” we have a priori warrant for, and indeed quite solid a priori knowledge of, the likes of I am not a BIV.  Of course, as a Moorean contextualist, I don’t think we meet the skeptic’s absolute standards of knowledge here.  (And I use this fact, together with a claim that an attempt to claim to know the likes of I am not a BIV has some tendency to drive the standards up to the absolute level, to explain why it can seem that we don’t know that item at all.)  But we do meet ordinary standards for knowledge, and even significantly more stringent standards than that, with regard to this belief.  And the (tough-to-claim, but still there all the same) “knowledge” we have of such things is, I believe, a priori.


As I point out in “How Can We Know?”, it’s very important to me that I do not make our knowledge of the likes of I am not a BIV dependent on any fancy philosophical argument we might have encountered to that conclusion.  But I should add here that I also think it important that this knowledge is not based on empirically derived beliefs like I have hands.  This is important to me because I don’t think the likes of I am not a BIV can be correctly based on the likes of I have hands.


To get a good contrast to how matters strike me, let’s look quickly at someone whose instincts are quite different: James Pryor in his “The Skeptic and the Dogmatist” (Nous 34 (2000)).  Pryor thinks that in some ways, I and others have saddled the skeptic with a needlessly weak argument in focusing on the argument that, as I formulate it, goes like this:
The Argument from Ignorance (AI):

(1) I don’t know that not-H.
(2) If  I don’t know that not-H, then I don’t know that O

So, (3) I don’t know that O.

Pryor, by my reckoning, attacks AI at just the right place: its first premise.  Here is his case against that premise:

[S]ome philosophers refuse to allow the skeptic to use claims like “I can’t know I’m not being deceived” as premises in his reasoning.  Maybe skeptical argument can convince us that we can’t know we’re not being deceived; but why should we grant such a claim as a premise in a skeptical argument? (p. 522)
Now I think (1) is a good premise for the skeptic because it is intuitively quite plausible.  I realize it is far from compelling, and that some philosophers don’t accept it.  In fact, I myself have always found (1) to be the weakest link in AI, and, in a complicated way, as we’ve seen, I reject (1).


Pryor suggests replacing (1) with this premise:

(5) Either you don’t know you’re not being deceived by an evil demon; or, if you do know you’re not being deceived, it’s because that knowledge rests in part on things you know by perception.  (p. 524)

Beyond the unimportant surfaces differences – Pryor formulates the skeptical argument in the second, rather than the first, person, and utilizes the evil demon rather than the BIV hypothesis – the important difference between (1) and (5) is that, while (1) simply (“baldly,” as Pryor puts it) claims that we don’t know that not-H, (5) makes the weaker claim we either don’t know not-H, or, if we do know it, that knowledge “rests in part on things you know by perception” – things like that you have hands.  Basically, then, what (5) is ruling out is a priori knowledge of the likes of I’m not a BIV.

We can address the plausibility, and the comparative plausibility, of (1) and (5), by breaking the relevant issues down into two questions:

a) Do we know that not-H because this knowledge is based on things we know by perception?

b) Do we know that not-H in some other way?

In putting (1) forward as a premise, my skeptic is claiming, and asking us to agree that, the answer to both of these questions is “no.”  In putting (5) forward, Pryor’s skeptic is only claiming that the answer to (b) is “no.”   


(5), then, being weaker than (1), certainly isn’t less plausible than (1).  Is it significantly more plausible?  Not to my thinking.  Let me here relate how the relevant issues intuitively strike me, to see if they seem the same to others.


When I face questions like “Do I know that I’m not a BIV?” or “Do I know that I’m not the victim of an evil demon?”, I feel a fairly strong intuitive pull toward answering “no”, though I must admit that, as is the case with many others I’ve talked with, I also feel an opposing intuitive pull toward answering “yes.”  (Different people, of course, feel these pulls in different proportions.  A clear majority, though certainly not all, seem to feel the skeptic-friendly pull toward the negative answer to be the stronger of the two.  But back to how things strike me.)  When I am then asked, or when I ask myself, to explain why I believe, or at least have some inclination to believe, that I don’t know that I’m not in these scenarios the skeptic has laid out, the first thing that pops into my head is a question: “How could I possibly know something like that?”  Having asked that question, I immediately start fishing around for a possible answer – some potential way that I might have the exotic knowledge in question, and my next thoughts are something along the lines of “Certainly not by basing it on something like that I have hands, or that I’m sitting at a desk, or the like.  Those perceptual beliefs can’t be used to support a conclusion like that I’m not a BIV or not a victim of an evil demon.”


Why does it strike me that I can’t know such things as that I’m not a BIV by basing that on perceptual beliefs?  Because, as I’m inclined to describe it, such perceptual claims, while they can be properly used to support various other beliefs, are “undermined” for the role of potential supporters when the question at issue is whether or not I’m in a skeptical scenario.  Intuitively, the situation seems analogous to the following.  If I hear a radio report of several baseball scores, and among them, that the Cubs beat the Braves tonight, then even if that’s my only source of information on the outcome of the game, I’ll typically take myself to know that the Cubs beat the Braves, and I’ll think I can use this piece of information as evidence to support further beliefs.  For instance, if the question comes up whether the Cubs have beaten any good teams this year, I’ll take myself to be in a position to reason, “Well, they beat the Braves.  And the Braves are a good team.  So, yes.”  However, while that information – that the Cubs beat the Braves – can be used in support of an answer to many questions, including the above, if instead I’m addressing the question whether the radio report I heard was accurate, it seems I cannot use the premise that the Cubs beat the Braves.  After all, I do still seem to have it as something to base a conclusion on that the report said that the Cubs beat the Braves.  If I could combine that – that the report said the Cubs beat the Braves – with another piece of “evidence” – that in fact the Cubs did beat the Braves – that would provide some good reason to suppose that the report was accurate.  (And if I remember the report well enough to pull off that same trick with several other games, the evidence will start to get very strong.)  But, where the radio report is my only source of information, it seems to do considerable violence to our basing practices to suppose one could support the belief in the accuracy of the report in such a way.  “The report said the Cubs beat the Braves, and in fact they did, so there’s at least some support for the conclusion that the report was accurate,” will sound like a good piece of basing one belief on others to someone who assumes that I must have some other, independent source of information on the outcome of the game.  But once they find out that I’m getting the “and in fact they did” part from the very report in question itself, they’ll think I’m crazy to reason in that way.  If I’m to know that the report is accurate, I will have to get independent verification of the scores, or use some very different beliefs as a basis – like that it was a reputable radio station, that most reports I have heard on that station in the past have proved to be accurate when I consulted independent sources, etc.  That the Cubs beat the Braves intuitively seems undermined as a potential basis for further belief where the belief in question is that the radio report was accurate.  In what intuitively seems the same way, my perceptual beliefs, though they can perhaps be properly used as a basis for a lot of beliefs, are undermined as a potential basis for further belief if the further belief in question is that I’m not a BIV, or not the victim of an evil demon.


“So,” I continue thinking to myself, “if I am to know such things as that I’m not a BIV at all, it must be in some other way.  But what other way?”  Then I start fishing around for some other way.  And some possibilities don’t seem that bad in themselves, and certainly not as bad as the thought that I might successfully base the conclusion on my perceptual beliefs, but at this point, my thought has gotten fairly philosophical, and has gone well beyond the intuitive.  But there’s always the fairly intuitive thought that perhaps I might know such exotic things in some way I haven’t thought of yet.  Indeed, “I just know it – don’t ask me how,” while certainly far from a great answer, perhaps because of its sheer openness strikes me as just a bit more promising than “I successfully base it on my perceptual beliefs.”  So it intuitively strikes me that if I’m to know at all that not-H, it must be in some way other than by basing the relevant judgments on my perceptual beliefs.  So it’s always struck me that the prospects for a positive answer to (b) are brighter than for (a).  Thus, the hope for answering at least one of those questions positively has always seemed to me to rest primarily on (b).  Thus, to me, (5) doesn’t seem all that more plausible than (1).  Which is bad for Pryor’s skeptic, since her weakening (1) to (5) will require her to compensate by strengthening another premise, perhaps at the cost of making it less plausible.



Things seem to strike Pryor very differently.  He admits (p. 524) that some philosophers reject (5) (and, for the record, I’m with them), but – reasonably – doesn’t let that stop him from using it as a premise.  (After all, unanimous agreement among philosophers, or even being relatively uncontroversial among philosophers, is way too high a standard.)  But why is (5) so great, while (1) was so unacceptable?  I find Pryor’s reasoning in favor of the plausibility of (5) a bit puzzling on this score.  He writes:

I think that this [(5)] is a very plausible premise.  The hypothesis that all of our present experiences are the deceptions of an evil demon is not absurd.  It seems to be a genuine metaphysical possibility.  So we can’t reject that hypothesis out of hand.  If we do know that we’re not being deceived by an evil demon, it’s plausible that that knowledge would have to rest on things we know about our environment on the basis of perception.  (p. 524)

The first sentence above states the judgment that Pryor is here seeking to support – that (5) is very plausible – which, I assume means that it’s significantly more plausible than (1), toward which he offers no such glowing praise.  I am largely in agreement with the next two sentences – although the evil demon hypothesis can strike me in some ways as absurd (in some moods, I’m even inclined to react to the evil demon hypothesis by exclaiming, “C’mon!  That’s absurd!”), I suspect that by “absurd”, Pryor here means something like “metaphysically impossible,” in which case his second and third sentences mean the same thing, and I agree with both.  But I then don’t see how any of that bears on the issue in front of us – why (5) is so very plausible, though the same cannot be said of (1).  Even while keeping the thought that the skeptic’s hypotheses are metaphysically possible in the forefront of my mind, I’m still just as inclined to think that if I’m to know at all that I’m not in the skeptic’s scenario, it will have to be in some way other than by basing that judgment on my perceptual beliefs.  Since the fifth and final sentence of the passage is just a repetition of the conclusion of the reasoning, a lot seems to rest on the claim expressed in the fourth sentence.  And here I must admit that I’m not certain that I’m understanding exactly what is meant here by rejecting a claim “out of hand,” but it sounds like that may be at least somewhat like some of the potential ways of coming to know that I’m not the victim of an evil demon that seem to me a bit more promising than by basing that belief on my perceptual beliefs.  If there are some things that I can come to know by rejecting their negations out of hand, that I’m not a BIV seems to me like a pretty good candidate – after all, its negation, that I am a BIV, does strike me as in some potentially relevant way “absurd.”  Anyway, I’m not finding much here to convince me that basing the denials of our skeptical hypotheses on my perceptual beliefs is the best hope for coming to know that the hypotheses are false.

My own suspicion is that we do come to know that we’re not brains in vats precisely by rejecting the hypothesis that we are BIVs in a way that might be called “out of hand”.  We are disposed to find skeptical hypotheses crazy, far-fetched, far-out, and to firmly believe that they are false, independent of any good evidence we might have of their falsity, and, in some cases, even though we have no good evidence of their falsity.  If the world is such that these hypotheses really are far-out – if they’re not only false, but badly false, not true in any nearby world – then that strikes me as (the beginnings of) a story on which we know them to be false.  And I think such a story can be made plausible when it’s combined with an effective explanation for why things can seem otherwise to us – why it can seem to us that we don’t know these hypotheses to be false. 
� As Tony has pointed out, while thinking through these thought experiments, we might be guided by beliefs we obtained through sense perception – like the belief that water is a natural kind.  In that case, the belief that results from thinking through the thought experiment might not be a priori after all.  However, as I claimed in “How Can We Know?”, if all that prevents our knowing some external condition a priori is the fact that we were guided by our empirically obtained belief that water is a natural kind, then it seems that we will still know a priori the external disjunction that either that external condition obtains, or water is not in fact a natural kind.  
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